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ABSTRACT

Inferring a generic 3D scene by using multi-view methods has been extensively investi-
gated since the beginning of the research in Computer Vision. However, performance is
generally low when the observed scene is complex: Strong shading variations, illumina-
tion changes can affect heavily the final estimation, especially if the scene is composed by
moving objects with smooth and untextured surfaces. For example, urban street scenes are
characterised by all these difficulties, and classical approaches based solely on geometri-
cal cues can give poor results. A strategy to overcome the limitations that arise in some
scenarios consists in exploiting the semantic information to improve the robustness of ge-
ometric approaches. Semantics can be also used to localise objects inside the scene and to
separate them from the surrounding environment. This thesis proposes novel approaches
for scene understanding using RGB images, in particular for the motion segmentation and
the object localisation problems.

For segmenting motions two novel frameworks are described: A pair-wise consensus
and a n-view optimisation based approaches. Both of them employ a state-of-art object
detector to derive the semantics. The pair-wise method adopts a RANSAC strategy for
fitting the motions, where the selection of the samples is driven by a semantic score con-
fidence. The n-view framework utilises geometrical constraints and known object classes
associated to the urban-street level scenario to over-constrain the problem and to better
separate long-term trajectories belonging to background or objects, reducing the effect of
the noise.

The object localisation task is performed by a multi-view technique, which handles
the information provided by the object detector through the bounding boxes in order to
estimate the volume occupied by the objects. The method is geometric and has been
formulated in closed form for both the perspective and orthographic camera models.

An extensive campaign of experiments has been performed for all the techniques,
showing that the inclusion of high-level reasoning in geometrical approaches leads to
better results, especially when dealing with realistic scenarios.
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CHAPTER 1

INTRODUCTION

S CENE understanding is a challenging task which has been explored deeply in the field
of Computer Vision. From the second half of nineteen century physicist, physiol-

ogist and psychologist made a first effort to understand how the 3D environment can be
inferred by using images, trying to deduce which physiological and psychological pro-
cesses make humans capable of determining the direction of the objects with respect to
their position, and the capability of assessing the distance of objects from the points of
view or among them [6]. The former hypotheses were considering the perception of 3-
dimensional space as innate, but also enriched by the learning phase during the life, when
the direction of the objects are learnt with the help of other senses. The first researcher
who developed an experiment to show how crucial is the binocularity in 3D scene infer-
ring was Wheatstone [7], who tried to demonstrate his theory by using the stereoscope,
his brand new invention. He also demonstrated that the depth is perceivable in two ways,
according to the distance of the visible objects with respect to the binocular disparity: If
the object has a distance comparable with respect to this parameter, the depth perception
is stronger because of the bigger contribution of the binocular vision geometry. After
Wheatstone’s discovery, the next attempt was to generalise the “theory of projection” to
the case of binocular vision [7]. Projection theorists like Brewster formulated the idea
that the brain can imagine straight lines from two retinal points, and the dioptrics of the
eyes determine the line of projection, while the intersections of these lines determine the
position of the external body. In recent studies, it has been clarified that the depth comes
from the striate cortex, where cells are sensitive to the retinal disparity of the images in
the two eyes [8].

Together with the problem of how the human brain can understand the surrounding
3D scene, the problem of object recognition and modelling has been explored since the

1
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1980s, when the idea introduced by Biederman et al. [9, 7] had some success. This theory
derived from studies about human perception, started from the assumption that the brain
decomposes the environment into simple geometrical surfaces typically symmetrical and
lacking of sharp concavities: This geometrical primitives are called geons. This method
consists in shaping the scene starting from the outlines derived from the images, and then
using the alphabet of geons with a top-down representation, decomposing each object in
a main shape and many smallest parts. The main disadvantage of this theory is the lack
of a stable and robust method to move from the retinal images to the surfaces. After
these studies, it became clear that the knowledge about the scene comes from images,
the motion of the point of view and the model that describes the relation between the
coordinates of a feature in the space and its projection onto the image plane. Starting
from this, it is possible to model the environment and all related objects and determine
relations among the detected objects, together with correspondences among the detections
in the frames taken from different points of views.

The main goal of scene understanding research is to create a framework that can au-
tomatically infer the surrounding environment, in order to develop an automatic system
able to interact with the elements inside the scene. An important aspect of this field is
3D scene reconstruction, which consists in moving from the domain of the image pixel to
the three-dimensional space of Euclidean geometry, in order to describe the visual space
of the physical objects. In particular, the localisation of the objects is a building block
of the 3D scene understanding problem because it allows to estimate the position and
occupancy of the objects within a given environment. This is a precondition for several
applications in many fields: Path planning for automatic navigation and interaction be-
tween robots and objects (grasping, obstacle avoidance, etc.), integration of CAD models
in a 3D environment (augmented reality), virtualisation of a reconstructed scene.

The localisation of an object can be estimated by using geometrical methods, which
have evolved since the begin of the Computer Vision and have an high reliability since
they are based on a robust mathematical literature. Nevertheless modelling a scene from
image frames only through geometrical methods, even in case of multiple images, in gen-
eral is an ill-posed problem [10]. Another limit of these methods is that they can be
applied directly only assuming a rigid scene: In a real world, the rigidity assumption is
constantly violated. A typical example is illustrated in Fig. 1.1. The image shows an out-
door scene where the camera that records the image sequence and a car are approaching
each other. To perform the 3D reconstruction of this dynamic scene it is necessary the
knowledge of the relative motion between the camera and the car. In a generic case, if
the dynamic elements are several, all the relative motions should be estimated. This task
can be addressed by motion segmentation techniques, which partition regions, features
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(a) (b)

(c)

Figure 1.1: Dynamic scene. Figures (a) and (b) are two frames of a dynamic sequence,
where the point of view and the object (e.g. car) have a relative motion, as illustrated in
(c).

or trajectories into groups with a consistent motion. Motion segmentation is typically
addressed by general algebraic methods, by fitting the measurements (regions of pixels,
points or trajectories) into motion models. These methods have many limitations, which
reduces their applicability to real scenarios: High sensitivity to the noise and low perfor-
mance in case of several motions, occlusions and missing data.

The limitations in object localisation and motion segmentation can be overcome by
reinforcing these methods with semantic reasoning, which inject constraints and relation
between components of the scene. Semantic relations abound in a scene, and with the
state-of-the-art methods it is possible to obtain results of such a precision that were im-
possible to achieve in the recent past. Semantic approaches can also be used to localise
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(a)

(b)

Figure 1.2: Two different semantic outputs. In figure (a) pixel-level semantic segmenta-
tion (in green the background label, in red the car label). In figure (b) the bounding box
detections for the car class.

objects inside the scene and to separate them from the background. In Figure 1.2 two
semantic outputs are displayed: The pixel-level semantic segmentation in Figure 1.2(a)
and the bounding-box detections in Figure 1.2(b). Both methods are able to find the cat-
egories of objects inside the scene, but if the pixel-level segmentation performs a more
precise 2D localisation, the object detector identifies the size and the position inside the
image with a rougher representation.

Object detectors have been an extraordinary invention in the Computer Vision field,
because they allow to find the region of the image within the object is localised. Until
few years ago they had a low accuracy and were able to recognise few object classes.
The semantic interpretation of the images can improve the geometric 3D localisation of
the objects and the analysis of the dynamic elements inside the scene by including priors.
These priors are the implementation of the real world forces and constraints valid in most
of the cases (physical interactions, e.g. impenetrability of bodies) or specific constraints
associated to a particular scenario (e.g. cars should be parked on the sides of a road),
whose are often known a priori and can be exploited.

In this thesis the problem of inferring scenes by using images has been addressed using
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both geometrical and semantic approaches. This combination can be successfully applied
to two major problems: Motion segmentation and object localisation and occupancy.
Motion Segmentation is tackled, in this work, by using a feature point based represen-
tation of the scene as input measurements. Pair-wise motion segmentation uses as input
matched points between two images, dividing them into groups that have moved sepa-
rately. Trajectory-based motion segmentation takes as input a set of feature trajectories
of different moving objects (including the background) obtained from an input video, and
the division into distinct motions is performed by considering specific geometric proper-
ties of trajectories belonging to the same rigid object. The injection of semantics can help
to separate motions when geometry is not sensitive enough, i.e. in case two objects are
moving slowly with a similar motion. The semantics can also be helpful when a object
is partially occluded during its motion, by considering the trajectories as belonging to a
specific object, which can be tracked through his detection. This is not always true be-
cause the object detectors may not work in case of strong occlusions. In this thesis two
novel approaches for the motion segmentation task are presented, by combining algebraic
methods with semantic information, which show better performance with respect to the
traditional methods in case of challenging real scenarios.

In Chapter 3 a pair-wise consensus based approach uses a sampling strategy driven by
the response of an object detector to separate trajectories belonging to different motion
models. The framework uses detection score maps to compute a semantic sampling func-
tion, which boosts the geometrical method based on separating motions through multi-
view relations. The inclusion of the sampling function makes the classical approach more
robust and effective, especially in case of realistic scenarios with several dynamic objects
and high percentage of outliers. Evaluation on a synthetic scenario and on challenging
real sequences demonstrates the improvement in respect to previous approaches, regard-
ing both the number of iterations and the effectiveness of the segmentation itself.

In Chapter 4 an optimisation based approach, developed for the urban street-level en-
vironment, exploits semantic information about the scene in case of n-view sequences.
The geometric approach, which consists in separating trajectories belonging to different
motions (dividing the corresponding geometric models), is coupled with the object detec-
tor data through the combination of the respective affinity matrices. Experiments on a real
dataset and other synthetic data confirm the effectiveness of the proposed approach.
3D Object localisation is a part of the 3D reconstruction field, which classically is per-
formed by estimating the 3D position of feature points, using 2D measurements as input.
The use of points is related to how the information is extracted from the images and how
the correspondences between different frames are computed. The process at issue is the
feature detection and matching, which means to generate a set of correspondences to build



6

(a) (b)

(c) (d)

Figure 1.3: Scene reconstruction. Image frames (a) and (b) of a scene with object detec-
tions (in yellow). In (c) and (d) the grey shapes represent the ground truth objects, while
the blue points the sparse reconstruction (c) and the green ellipsoids (d) the localisation
estimated by using detections.

the 3D model. This technique is not always robust because the quality of the final result
depends on some variables, like the size of the baseline and variations on illumination.
The point-cloud structure has no semantic meaning, and the 3D points are associated to
the entire scene rather than to each single object. In Figure 1.3(c) a typical example of a
sparse reconstruction given a set of images is displayed (in (a) and (b) two frames of the
video used for the reconstruction).

Generally 3D feature points are too sparse to be useful to describe exhaustively the
objects within a scene, especially if these do not have a rich texture for a good feature
extraction. Instead, the identification of objects through a 3D enclosed shape (e.g. the
three ellipsoids in Figure 1.3(d) ), which can embed information about the sizes and the
position, results in a more useful representation.

The inclusion of semantics can help to have a better comprehension about the scene
and to give robustness to the classical methods based on geometry. In Chapter 5 a novel
work in the scene reconstruction field is described, demonstrating that the combination of
geometry and semantic cues can effectively ameliorate the performance with respect to
the state-of-art methods. In particular, it is presented a framework for the localisation and
occupancy of objects through the output of an object detector. This method, developed for
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both the perspective and orthographic cases, exploits multi-view geometric relations and
reformulates the problem of localising objects as the estimation of a quadric in 3D given
the ellipses associated to the detected bounding boxes. Extensive experimental evaluation
on different real datasets, involving challenging scenarios, demonstrate the applicability
and potential of the method. Finally in Chapter 6 conclusions are reported and future
directions are exposed.

1.1 List of publications
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CHAPTER 2

STATE OF THE ART

T HIS Chapter presents a description about salient works in general 3D scene under-
standing, motion segmentation and 3D Structure from Motion. The first Section

illustrates the evolution of the research in 3D scene understanding, a list of all the different
works in this field with a part dedicated to pose and localisation estimation of the objects.
The second Section includes the literature on motion segmentation, with a classification
of the different approaches, the related advantages and drawbacks. The third Section is
dedicated to the rigid and non-rigid Structure from Motion methods. In the end of each
section, an overview about the datasets used in the literature is given.

2.1 General 3D scene understanding

The scene understanding task in Computer Vision consists in inferring the semantic and
geometric structure of a scene, recognising the elements of an environment and estimating
the properties and the relations among them. To deduce a scenario it is firstly important
to analyse how the elements are distributed inside the scene. The geometrical analysis
can be carried out through several ways: Sparse reconstruction (e.g. Structure from Mo-
tion techniques), space carving methods ( e.g. Visual Hull), surfaces and real lines fitting
(e.g. surfaces and contours of objects and parts of the scene), apparent lines fitting (i.e.
horizon). Considering that modelling a scene through geometrical methods only is an ill-
posed problem [10], many methods have tried to include semantic reasoning to improve
the 3D reconstruction pipelines. One of the first approaches was presented by Ochta [11],
who introduced a method which was able to deduce some basic information about the
scene through the analysis of the image regions and their colour. Forsyth et al. [12] used
projective invariants and geometric relations between objects to overcome ambiguities

9



10

that can happen in real scenes. Brostow et al. [13] performed the semantic segmentation
of 2D images by recognising the object categories from the 3D sparse reconstruction de-
rived from ego-motion, instead of using appearance-based methods; Saxena et al. [14]
derived a single-image approach for estimating 3D unstructured environments, modelled
as a set of small planes, by training a MRF; Gould et al. [15] divided the scene into se-
mantically meaningful regions, by classifying them and by estimating their geometrical
properties; Gupta et al. [16] used blocks as a geometric primitive to interpret and re-
construct some outdoor scenarios; Ladicky et al. [17] jointly optimised the dense stereo
reconstruction with the semantic segmentation of an outdoor scene through an energy
minimisation framework.

Many works have been specialised for indoor scenarios, to take advantage of some
priors about parallelism or perpendicularity of surfaces, or relations among elements as-
sociated to the specific scene class. Lee et al. [18] tried to interpret an indoor scenario by
exploiting solely line segments; Hedau et al. [19] estimated the bedroom layout by ap-
proximating a bed with a cuboid, and then modelling the relation of the bed with surfaces
approximating walls, floor and ceiling.

An important contribution to the scene understanding field has been given by re-
searchers who tried to improve the Structure from Motion methods by including semantic
cues. Cornelis et al. [20] developed a framework which makes use jointly of Struc-
ture from Motion, dense stereo 3D reconstruction, detection and localisation of cars to
improve the overall estimation of an urban scenario. Similarly Bao and Savarese devel-
oped the Semantic Structure from Motion (SSfM) [21], which is an energy minimisation
framework that combines the SfM with the properties related to objects, which can be es-
timated from the appearance, to have a better accuracy of both the camera estimation and
final 3D reconstruction. In the following work Bao et al. [22] increased the potentiality
of the SSfM by including in the framework also image regions and surfaces belonging
to the background, and their interactions with objects and points. A fundamental step
to perform the scene understanding is the estimation of objects and surfaces. Objects in
particular can be extremely helpful to interpret the dynamic and the semantic information
within a scene.

2.1.1 3D object pose and localisation

In the last years many approaches were developed to estimate the pose and localisation of
objects in a generic 3D scenario. In particular, a subset of methods dealt with the problem
of deducing some geometrical properties of the objects, like the pose and localisation
with respect to the camera reference system, for a wide range of practical applications in
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robotics (manipulation, grasping and obstacle avoidance), autonomous driving and image
understanding.

Considering all the related works, it is possible to distinguish two main categories of
methods that are able to infer the pose and the localisation of the objects: Multi-frame ap-
proaches, which need many points of views to derive a well-estimated shape, and single-
frame approaches, that can deduce the position and orientation of objects by just using a
single point of view, compensating the lack of information by using a priori knowledge
about the scene. Most of the recent research is based on the latter category of algorithms,
whose are generally based on multi-view object detectors trained on 3D datasets.

Multi-view approaches

In the multi-view category approaches, the geometric methods are able to recognise the
shape by exploiting geometric constraints of the objects to reconstruct their surface.

One method that has been used to localise and infer the shape of objects is Shape from
Silhouette. The main idea is to use the contours of an object from many different point of
views to recover the Visual Hull (VH), which can be intended as the intersection of the
visual cones generated by projecting the contours of an object in the 3D space, using the
optical rays passing through the camera centres.

The pioneer in this field was Baumgart, who presented in his thesis the idea of exploit-
ing contours in images to deduce the shape of an object [23], while Laurentini introduced
the concept of Visual Hull in [24]. Matusik et al. [25] developed a Visual Hull method
based on approximating the silhouettes with polygons, such that the final result is a poly-
hedral shape; Cheung et al. [26] tried to improve the performance with a Shape from
Shading technique [27] in case of few cameras, by exploiting colour consistency to refine
the final shape. A Shape from Shading technique has been used also by Vogiatzis et al.,
where the initialised shape is obtained with Visual Hull.

The advantages of using Visual Hull for shape estimation is the simple implementa-
tion of the method, the low computational complexity and the ease whereby it is possi-
ble to obtain the contours of the objects. The drawbacks are related to the information
needed to compute the surface and some intrinsic limitations of the method: Firstly, it can
not estimate concave parts of complex objects; secondly, it requires an accurate camera
calibration and several frames to reconstruct with enough precision the object shape, es-
pecially if it is complex. To avoid a coarse reconstruction, the contours should be taken
from points of view spanning a large solid angle, as it generally happens in multiple view
methods. The Visual Hull is also sensitive to background clutter and to the ease with
which the contour of the object can be extracted. This means that it is not always possible
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to extract the shape of the objects in the wild, and this reduces its applicability.

Single-view approaches

The estimation of 3D geometry of a scene from a single 2D image is an ill-posed prob-
lem. To cope with this limitation many methods have been developed, making use of
object detectors in combination with heuristics (i.e. the objects should lie on the ground
plane), or additional inputs in combination with images (e.g. depth maps). An important
information to address the 3D scene understanding problem is the rigid object viewpoint
estimation and localisation task.

Recently the pose estimation problem has been joined together with the object class
detection in 2D images. A first approach to 2D object detection was proposed by Dalal
and Triggs [28], who developed the HOG descriptor (Histogram of Oriented Gradients)
that is based on dividing the image window into small cells, and then characterising them
through the distribution of edge directions or local intensity gradients. A significant im-
provement in 2D object detection has been achieved with the Discriminatively trained
Deformable Part Models (DPM), developed by Felzenszwalb et al. [29]. This algorithm
belongs to the family of the Deformable Models, presented as conceptually stronger than
previous models like bag-of-features [30] or rigid templates [28]. The strength of this
method is its robust and powerful object representation: Each object class is composed
by several sub-classes, each of them defined by a mixture group of models. Each mixture
is formed by parts encoded as HOGs [28], which have a set of possible positions.

The transition from 2D object detection to 3D pose estimation from 2D images (ori-
entation and distance from the point of view) has been done with multi-component object
detectors. In particular, considering the Release 4 of the DPM [29], the method can deal
also with different orientations, which are considered as a particular instance of an object
class. The main advantage is that it is possible to recognise the pose also if the object
is untextured. One of the main drawbacks of these methods, where the pose is obtained
after a training phase, is that the quality of the result is strictly related to both the dataset
and the robustness of the feature extraction and classification phase.

One of the first approaches to this problem was introduced by Thomas et al. [31],
who used a combination of the Implicit Shape Model (ISM) [32] and of the multi-view
specific object recognition system by Ferrari et al. [33] to build a codebook of features
for each view interconnected by activation links, which are exploited for the recognition
of the location and pose. Pepik et al. [34] designed a detector by including 3D geometric
reasoning and by imposing geometric constraints on the position of object parts in the
root filter; they also included the possibility to control the trade-off between bounding
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box localisation and viewpoint estimation. Bao et al. [35] tried to detect objects and
understand the point of view by using a co-detection model, considering each object as
composed by parts distributed with a three-dimesional shape. The variation of the point of
view between two image frames can be obtained by recognising and rectifying the parts;
this rectification process allows to compare the appearance of two matching parts when
observed from two different viewpoints. A similar approach has been used by Fidler et
al. [36], who tried to localise the objects in 3D by enclosing them with tight oriented 3D
bounding boxes. Bao et al. [37] tried to infer the viewpoint and reconstruct objects after a
training phase by using as input 3D scans and images from various viewpoints, and then
computing the dense reconstruction of a test image as a mean shape and a set of weighted
anchor points.

Until 2014 the DPMs were the leading techniques for the object detection in terms
of Average Precision. The best results have been reached with version 5 of Girshick et
al. [38] and then with Fidler et al. [39] by including a segmentation step [40]. With the
work of Girshick et al. [40], the feature representation and the learning phase computed
by deep convolutional neural networks overcame the results of the DPMs, becoming the
most successful methodology to perform object detection and recognition. This approach
consists of four main steps: Extract region proposals, compute features for each region
with a large CNN, and then classify each proposal using a class-specific linear SVM.
The CNN approach has been used afterwards for estimating the 3D pose of the objects:
Tulsiani and Malik [41] used a CNN based architecture, where the viewpoint prediction
is performed by considering the associated spatial likelihood map. Very recent works
improved the speed [42] and the performance [43] of the deep network approach.

Many criteria tried to exploit the constraints related to the physical scene to enhance
the results of the object recognition and pose estimation methods. According to this, a
widely used scene model is the Ground Plane Model (GPM). The main idea behind this
approach is that in each image it is possible to find the horizon, the vanishing line of the
ground plane: If an object lies on the ground plane it can be evaluated its height or the
distance with respect to the camera, given the height of the point of view. This kind of
model can be used in street scenes, where the elements translate on the ground plane with
some constraints on the orientation (e.g. the car can only have yaw rotation and is oriented
upright). One of the first works which tried to infer the distance of an object with respect
to the point of view using a prior on the height was developed by Hoeim et al. [44]; the
goal is to improve the recognition task, performed by an object detector, with the help of
3D reasoning from the image and information about the camera position. This determines
better results by removing all the cases where the detections do not satisfy the GPM. The
GPM has been used also in autonomous vehicles, where the computational cost for the
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recognition can be lowered by reducing the area on which the sliding windows should
search for detections.

2.1.2 Datasets

To reduce the discrepancy between the 2D localisation given by the object detectors and
the 3D information that can be deduced from a single image, a new category of datasets
with reasoning about the 3D pose has been introduced.

Savarese and Fei-Fei [45] evaluated 3D object categorisation and pose estimation on
a dataset that consists of 10 different everyday object categories, with about 350 train-
ing/testing images for each category. This was the first dataset annotated with orientation
labels for object pose estimation task. Except the novelty of the pose annotation, it in-
cludes some criteria on how the objects are represented in the images (i.e. centred objects
and uncluttered background) that affect the robustness of the trained detector.

Afterwards some datasets specific for the car pose estimation and other urban environ-
ment objects have been made available: Ozuysal et al. [46] provided images of cars rotat-
ing on a platform with annotated viewpoints, taken from a fixed camera (EPFL dataset);
Matzen and Snavely [47] proposed a dataset of more than 5000 street scene images of
New York with poses of vehicles annotated by using 3D CAD models and geographic
data associated to each image. A relevant benchmark for the viewpoint estimation of ob-
jects is PASCAL3D+ [48], which contains annotations about the objects also in terms of
orientation in the space. The dataset has been developed to overcome most of the main
shortcomings of the previous ones [45, 46], by including both indoor and outdoor scenes
with 12 categories, a subset of the classes included in the PASCAL VOC 2012 with 3D
labels (dense and continuous viewpoint annotations). An important outdoor benchmark
for the pose estimation task, object detection and recognition and motion segmentation is
the KITTI dataset, created by Geiger et al. [49]. This dataset has been largely used for the
evaluation of the methods proposed in this thesis and has been designed specifically for
pushing the development of Computer Vision algorithms targeted to autonomous driving.

The KITTI dataset provides 3D annotations for eight categories of objects (’Car’,
’Van’, ’Truck’, ’Pedestrian’, ’Person’ (sitting), ’Cyclist’ and ’Misc’) in different kind of
outdoor scenarios (City, Residential, Road, Campus and Person). The sequences have
been recorded by using a camera mounted on the top of a car moving in urban and extra-
urban environments (rural areas and highways). The advantages of this dataset are that
it is composed by natural images with a cluttered background and that it can be used
as a benchmark for different purposes (object detection, optical flow, tracking, SLAM,
etc.). The main shortcoming of this dataset is related to the 3D annotations of the objects:
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The 3D bounding boxes are labelled in every frame with respect to the camera reference
frame, and in case of still objects (e.g. sequences with parked cars) the relative position of
each object with respect to the others can change due to the annotation errors. According
to this, the assumption of scene rigidity stops holding in most of the sequences, especially
if the camera passes close to large vehicles.

2.2 Motion segmentation

One of the problems whereby Computer Vision research community tackles is the division
of the scene in terms of motion. The main goal of the motion segmentation algorithms is
to classify the 2D feature points within two or a stream of images in groups which follow
the same motion. Motion segmentation is a precondition for several kinds of analysis on
the dynamics of a recorded scene: Action interpretation and recognition (especially for
understanding the human behaviour), video compression and 3D reconstruction of dy-
namic scenes (e.g. in many works of Structure from Motion, the motion segmentation
is performed concurrently with the camera and structure estimation). Various algorithms
have been proposed and a large literature has been reached in the last decades. It is pos-
sible to distinguish two main approaches to solve this problem: Feature-based methods,
which work by segmenting the trajectories of feature points belonging to different moving
objects, and pixel-wise methods, relying on image brightness variations.

2.2.1 Feature-based methods

One of the practical uses of the feature-based methods is the 3D sparse reconstruction of
moving rigid objects through Structure from Motion (introduced in Sec. 2.3). The feature-
based methods can be grouped by considering the input used: matched feature points in
pair-wise approaches or and long-term trajectories in multiple-views approaches, where
respectively two or more images are used.

Pair-wise approaches

In case of two views, the motion segmentation is usually performed by fitting and evalu-
ating models over the data. In particular, one of the first example is sequential RANSAC,
which consists in iteratively applying the RANSAC algorithm [50] and removing the fitted
models. This simple but effective approach has the drawback to perform poorly when the
motions have some degree of dependency. The MultiRANSAC algorithm [51] does not
remove features sequentially since it uses a parallel framework. More efficient methods
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also start with random samples, but convergence decreases with the increase of outliers
ratio and motions. Zhang and Kosecka [52] focused on the analysis of the distribution of
the residuals; Toldo and Fusiello [53] proposed a consensus-based technique, which ex-
ploits a particular variation of the agglomerative clustering, called J-linkage, to separate
different models; Chin et al. [54] used kernel-based methods to robustly fit the models.

Other approaches introduced sampling techniques to boost the convergence and to
avoid misclassification, but strong outliers ratio might affect them negatively. Wong et
al. [55] applied a hierarchical method based on preference analysis; Chin et al. [56] used
a residual sorting information to drive the sampling and accelerate the generation of the
hypothesis, while Pham et al. [57] constructed an annealing method which make use of
graph cuts.

Recently, a focus has been put over the estimation of the inlier threshold, but still being
restricted by random sampling functions. Wang et al. [58] introduced two estimators, for
the model parameters and for the inlier threshold, which can automatically adapt to the
input data; Choi et al. [59] proposed a new inlier threshold estimator, which stabilises the
solution given by RANSAC with respect to the uncertainty bound; Raguram et al. [60]
described a new robust framework, which can estimate parameters for fitting models in
case of data with an high noise; Wang et al. [61] presented an iterative scale estimator
for segmenting structure of data in case of high number of outliers, while Lee et al. [62]
developed an iterative global optimisation method, which estimates model parameters and
inlier threshold through a ”fitting-and-removing” procedure.

Multiple views approaches

The basic principle behind these motion segmentation approaches is that groups of tra-
jectories belonging to the same motion lie on the same subspace (of rank4 dimension).
Most motion segmentation algorithms exploit multiple views and long term trajectories
using the affine camera model approximation: This allows an easier separation because
of the reduced degrees of freedom. This approximation is based on the assumption that
the moving elements have a reduced depth compared to the distance with respect to the
point of view [63]. Zhang et al. [64] performed the subspace separation by selecting the
local neighbourhood with the optimal size, which guarantees a good robustness against
the noise.

All these methods separate linear subspaces, in case of translational motions, or bi-
linear subspaces, in case of affine motions. One of the first approaches was developed
by Boult and Brown [65], who used a factorisation method (SVD) to divide trajectories
according to their motions. Costeira and Kanade [66] extended the factorisation method
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to separate and estimate the motion and the shape of different moving objects. Vidal and
Hartley [67] developed a three views method, which eliminates the problem of feature
segmentation by exploiting a Multibody Trilinear Constraint. Yan and Pollefeys intro-
duced a general framework, based on Linear Subspace Analysis (LSA) [68]. Zappella et
al. [69] enhanced [68] by applying a new model selection technique and an automatic
estimation of the number of motions. Vidal and Ma [70] divided the linear subspaces by
using the Generalised Principal Component Analysis (GPCA); the method consists in fit-
ting the data with a polynomial that has the gradient in a data point normal to the subspace
containing it; Goh and Vidal applied a manifold clustering technique, while Kantani and
Sugaya used the Multi-stage learning [71] to separate between different motions. Sev-
eral constraints and heuristics have been also used to simplify the task, such as two-view
constraints in consecutive frames [72].

Most of the described works assume that trajectories are uninterrupted. In reality,
missing data often affects the entries and for this reason many algorithms have been re-
cently tuned to solve for the case of interrupted trajectories [73, 74]. Elhamifar et al. [75]
presented the Sparse Subspace Clustering (SSC), which works in presence of missing
data, noise and outliers and consists in solving a sequence of `1 minimisation problems
to obtain a Sparse Representation, on which clustering methods can be applied. Rao et
al. [76] applied the Agglomerative Clustering (ALC) to the segmentation problem. The
ALC segments the data in order to optimise the coding length, which is necessary to fit the
points with a mixture of Gaussians. This approach makes use of a distortion parameter,
which should be tuned in order to get a good solution. This means that this algorithm does
not allow to find directly a single output solution. An important motion clustering method
that can deal with occlusions and long term incomplete trajectories has been proposed by
Brox and Malik [77]. The method is based on a pair-wise comparison of trajectories, ex-
pressed by an affinity matrix that encodes a temporal link between them. The drawback is
that it can only deal with translational motions, and has low accuracies in case of rotation
and scaling. Ochs and Brox [78] tried to improve over [77] using a tensor which defines
tertiary affinities, in order to face with higher order motion models, but this approach is
computationally costly. To extend the motion segmentation problem to the case of generic
perspective camera, Li et al. [79] used a subspace-based method, which makes use of the
epipolar constraint of Two-Perspective-View (TPV). The nature of the algorithm makes it
also robust to the problem of missing data.
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2.2.2 Pixel-wise approaches

Pixel-wise methods for motion segmentation apply a differential method to the image in-
tensities, with the aim of separating dynamic elements inside a scene. Different categories
of pixel-wise methods can be considered.

One of the first approaches to motion analysis was optical flow, which was firstly
delineated in a formal way by Horn et al. [80]. Since the beginning of the research in
Computer Vision this method has been used and has been applied in many fields. Relevant
motion segmentation techniques based on the Optical Flow were developed by Trucco et
al. [81], Zhang et al. [82], Xu et al. [83], Klappstein et al. [84], Bugeau and Perez
[85], Ommer et al. [86]. Most of these works had to face with the main drawback of
the OF technique: It can successfully extract information about the local motion in an
image stream, but its locality can not guarantee an accurate analysis about the dynamic of
objects, with a large and bounded moving region.

Dominant motions analysis was proposed to overcome the limitations of the locality
of the optical flow analysis: Bergen and Burt [87, 88] presented a method to separate
different bounded moving patterns; Irani et al. [89] proposed an algorithm for tracking
and detecting multiple motions, by exploiting large spatial and temporal regions.

Another technique for motion segmentation is image difference, which consists in
thresholding the intensity difference between two consecutive frames. The strength of
this simple approach is its robustness to occlusions, multiple motions, deformable objects
and cluttered background. It was used by Cavallaro et al. [90], who included it in a
probability-based method to adapt the threshold locally. Intensity difference has been
coupled with Optical Flow in the work of Trucco et al. [81]. Cheng and Chen [91]
applied intensity difference to the low frequency image that can be obtained by using
discrete wavelet transform, to take into account only motions of large regions and ignore
non-relevant motions of the background. Other wavelet methods have been developed by
Wiskott [92] and Kong et al. [93].

Layered methods divide the image into separate layers with a uniform motion. The
first researchers that proposed this technique were Wang and Adelson [94], who described
a layered motion estimation method, which performs the segmentation by estimating the
affine motion models of image regions and then performing clustering with k-means.
This approach was refined in [95], where a probabilistic mixture model is designed by
considering together the spatial and motion coherence of non-overlapping regions. Other
methods segmented motions by separating image sequences into different layers [96, 97,
98, 99, 100, 101].

Statistical approaches have been widely used for segmenting pixels according to their
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motion. Different probabilistic methods have been used, like Particle Filter [102], Maxi-
mum Likelihood [103, 104], and Maximum A posteriori Probability functions [105, 106,
107]. Mixture models and multi-layered representations were also used in [108, 109, 110,
111], but considering that they estimate the motion locally, they often overestimate the
number of motions.

Conversely, by using algebraic approaches it is possible to avoid limitations inherent
to Optical Flow by processing only local motions, as demonstrated by Vidal and Sastry
[112], who presented a polynomial factorisation approach, and by Vidal and Singaraju
[113], who proposed a closed-form solution.

2.2.3 Datasets

To evaluate the performance of motion segmentation algorithms some benchmarks have
been proposed in the literature.

One of the most used is the Hopkins 155, developed by Tron and Vidal. It consists
in 155 sequences that can be divided in three groups: A controlled set of 104 sequences
including objects moving in the 3D environment with a checkerboard pattern on, where
elements are roto-translating with motions that can be considered perspective; a second
set of 38 sequences, with vehicles in a traffic environment; a third set of 13 sequences
with articulated/non-rigid objects with motions constrained by joints, people walking and
faces. The sequences have a reduced number of frames (from 28 to 40 maximum), trajec-
tories and motions (a maximum of 3).

Another motion segmentation dataset is the Berkeley Motion Segmentation Dataset,
which has been released in two versions: The first one with 26 annotated sequences
(BMS-26) with some of them shoot from detective stories and some sequences taken
from the Hopkins 155. The Freiburg-Berkeley motion segmentation dataset (FBMS-59)
is an extended version of the BMS-26, which contains 33 additional sequences. The ad-
vantages of this dataset is that the sequences can be used for algorithms that work with
short-term trajectories or algorithms that work with long-term trajectories.

2.3 Structure from Motion

One of the most successful method to reconstruct a 3D model given a set of 2D point
measurements and matching between different frames [114] is Structure from Motion
(SfM).

Starting from the interpretation given by Ulman et al. [115] and from the seminal
work of Longuet-Higgins [116], where the geometric relation between 2D images and
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3D structure have been defined, this branch of Computer Vision has evolved dramatically
over the years. The main goal of these methods is the inference of both the Structure,
which is a 3D sparse reconstruction representing the scene, and the Motion, which de-
scribes the point of views positions in the 3D space. To solve for the SfM problem, the
closed-form approach was introduced by Harris [117] and Tomasi and Kanade [118], who
presented the factorisation method by assuming the orthographic camera mode; Costeira
and Kanade [119] extended it to the multi-body case, while Morita and Kanade [120]
applied it to tracked features in a streams of frames. Thompson and Painter [121] tried to
include in this initial formulation qualitative constraints on shape and motion for objects
rotating in depth, while a first architecture for computing the SfM framework in parallel
was implemented by Wang et al. [94]. The initial approach has been extended to the para-
perspective case by Poleman and Kanade [122]; the projective case has been addressed
by Christy and Horaud [123] through an iterative technique, and by Sturm and Triggs
[124] exploiting the epipolar constraint. The method [124] has been extended by Oliensis
and Hartley [125], who performed a complete analysis of convergence for the iterative
extension.

To further increase precision of the 3D reconstruction and of the camera calibration,
some non-linear optimisation methods have been introduced. Taylor et al. [126] used a
non-linear Least-Square technique to perform the SfM if the position of feature points and
cameras is restricted within a two-dimensional plane. Szeliski and Kang [127] extended
this approach to a generic scene without constraints. An important non-linear method is
bundle-adjustment, which consists in jointly optimising the camera parameters and the
3D reconstruction. A survey paper was presented by Triggs et al. [128], while afterwards
Vidal et al. [129] made clear the relations among multi-linear constraints to formulate a
nonlinear Least-Squares optimisation problem which minimises the geometrical reprojec-
tion error.

The SfM methods have evolved in time, and with the increase of the computational
power it has been possible to exploit large collection of images to obtain reconstruction
of large scenarios, also by using the huge amount of data on Internet. Reconstructing an
environment by using a large collection of images has been proposed initially by Schaf-
falitzky and Zisserman [130], and afterwards by Snavely et al. [131], who developed a
sequential pipeline which has been refined in the Bundler system [132].

All the listed approaches can be applied by considering the rigidity assumption. To
extend the reconstruction also in case of deforming objects or surfaces, the Non-Rigid
Structure from Motion (NRSfM) methods have been developed. A classical approach
to model the deformation is the low-rank shape basis model, which consists in approx-
imating the structure as a linear combination of a set of basis shapes, which represent
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the principal modes of deformation. This approach was firstly introduced by Bregler et
al. [133], who extended the Tomasi and Kanade framework by proposing a sub-block
factorisation method. Torresani et al. [134] refined the sub-block factorisation by intro-
ducing the Alternating Least Squares (ALS), which consists in optimising alternatively
the camera parameters, the configuration weights (associated to the deformations) and
the 3D structure parameters. Brand and Bhotika [135] addressed the NRSfM problem by
using two techniques: The flexible factorisation and the orthonormal decomposition. Del
Bue and Agapito [136] extended the NRSfM to the multiple camera case, in particular to
the stereo camera. Alternative models to the shape basis for solving the NRSfM make
use of trajectory basis [137], piecewise models [138, 139, 140, 141, 142], and manifold
learning [143].
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CHAPTER 3

PAIR-WISE CONSENSUS BASED MOTION

SEGMENTATION WITH SEMANTICS

I N this Chapter a method named Semantic Sequential RANSAC (SSR) is presented.
The main goal is to solve the multi-body segmentation problem in case of two frame

views with a large baseline. The method takes as input a set of 2D feature points from two
images, where the matching is performed by using SIFT [144]. The outputs ot the method
are groups of matched features which belong to different motions models (e.g. dynamic
objects, background). The novelty of the described approach is the inclusion of higher
semantic information given by general purpose object detectors for improving the seg-
mentation. This is combined with the geometrical based segmentation using the matched
points, exploiting multi-body epipolar constraints to identify independently moving ob-
jects. In particular, the motion fitting is based on sequential RANSAC algorithm, where
the selection of the matches is driven by the position and score confidence of the object
detectors. The combination of epipolar geometry with semantic priors allows to obtain
a method with an improved robustness and efficiency with respect to the state-of-the-art
geometric methods.

As illustrated in Fig. 3.1, the method here described consists in five main steps:
the feature extraction and matching, the semantic weight assignment from the evaluated
scoremap, the mean-shift clustering, the generation of the sampling functions and the
fundamental matrix fitting with RANSAC for the final segmentation.

In this Chapter it is first defined a strategy for using the classifiers score maps for
generating a semantic sampling function, starting from a general purpose object detector.
Then the details about the driven sampling and the model fitting strategy are described.
Sec. 3.3 and Sec. 3.4 present respectively synthetic and real results evaluated on the
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ScoreMap evaluation Feature extraction and matching 

MeanShift clustering 

Generation of sampling function 

Fundamental Matrix fitting 
with RANSAC 

Multi-body motion 
segmentation 

Figure 3.1: The Semantic Sequential RANSAC pipeline.
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KITTI dataset [145] and Hopkins 155 dataset [146].

3.1 Feature point matching and semantic weight assign-
ment

The first step of this pair-wise motion segmentation framework consists in extracting a set
of 2D point features matched across two image frames. The feature points and matchings
can be generated with a feature detector [147] and matching algorithm using SIFT de-
scriptors [144]. A set of matched pairs x1p, x2p ∈ R2 for p = 1 . . . P of points distributed
over the whole image is then generated.

The feature extraction and matching provides local geometrical data about a particular
region of the scene, while every higher-level information is lost. By using an object
detector it is possible to re-assign the semantic information. This assignment can be
performed by using a sliding-window based object detector, which provides a confidence
map of the classifier about the presence of a certain object in the image at different scales.
This confidence is encoded as a score, which can be associated to every single pixel. In
particular it can be noticed that, in the score map, the value on each pixel represents the
similarity between the corresponding image sub-window and the model filter of a specific
object. An important step for each object detector is the feature pyramid evaluation, which
means to compute the response of the detector at different scale levels. For instance,
Fig. 3.2(a) represents a score map computed at different scales. To obtain the final score
map for each frame all the responses at different scales should be combined together:
This can be performed by resizing all the images at the same resolution (Fig. 3.2(b) ), and
then selecting one score for each frame with a max-pooling strategy (Fig. 3.2(c) ). By
naming the final two score maps Φf for f = 1, 2, a corresponding weight wfp = Φf (xfp)

for f = 1, 2 can be assigned. This weight is the likelihood of xfp belonging to a certain
object recognised by the detector.

After computing the scores, it is necessary to collect the 2D features belonging to re-
gions of the images where the detector has a higher response. This clustering is performed
by using a mean shift approach [148], which is applicable to the non-parametric density
functions. The mean-shift operates also on the negative scores, which are related to the
image regions where objects are not detected. In this case feature points with negative
weights are pushed away toward the image borders.

The cluster matching is then performed, based on the comparison of the clusters be-
tween the image frames. By defining c1h for h = 1 . . . H and c2k for k = 1 . . . K the
h-th and k-th clusters evaluated by the mean shift procedure in views 1 and 2, H × K
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Figure 3.2: The figure shows a) the score maps at different scales as obtained by a car
object detector [1], b) the interpolated score maps and c) the final score maps that will be
used to obtain the sampling function.

subsets sh,k of feature point pairs (x1p,x2p) can be determined by considering all the
combinations between the clusters:

sh,k = {(x1p,x2p) | (x1p ∈ c1h) ∧ (x2p ∈ c2k)} , (3.1)

where ∧ denotes the logical AND operator. It should be considered that the amount of
clusters H and K can be in general different in views 1 and 2, i.e. if the two objects
overlap in one view or disappear. The criteria to select the most likely cluster match
(m,n) consists in searching for the maximum number 2D points matchings:

(m,n) = arg max
(h,k)
|sh,k| , (3.2)

where |·| denotes the cardinality of a set. According to this, each cluster of view 2 is
associated to the one of view 1 that shares the highest number of point matches. At
this stage the pruning of the matches not included in any cluster (c1m, c2n) is necessary
to enforce the consistency between point correspondences and respective clusters, and
consequently between the semantic and the geometric levels. In particular, the two pruned
clusters c̃1m, c̃2n can be defined as:

c̃1m = {x1p|(x1p,x2p) ∈ sm,n} (3.3)

and
c̃2n = {x2p|(x1p,x2p) ∈ sm,n} . (3.4)

The sampling distribution is then evaluated by computing the centroid and the covariance
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matrix of two multivariate Gaussian, given the points belonging to c̃1m c̃2n and the corre-
spondent weights wfp. Considering that points with negative weights can still be present
into the clusters, it is necessary to set them to zero:

vfp = max(0, wfp). (3.5)

The covariance matrices and centroids can be computed as:

µ1m =

∑
p∈P1m

v1px1p∑
p∈P1m

v1p

(3.6)

Σ1m =

∑
p∈P1m

v1p

 ∑
p∈P1m

v1p


2

−
∑
p∈P1m

v2
1p

· (3.7)

·
∑
p∈P1m

v1p(x1p − µ1m)(x1p − µ1m)>,

where P1p is the subset of indices p defined as:

P1m = {p | x1p ∈ c̃1m} . (3.8)

To each cluster in each view is associated a normal distribution N (µkf ,Σkf ). The
final distribution associated to the sampling for two matched clusters (m,n) is defined as:

Ψ(x1p,x2p) = N (x1p|µ1m,Σ1m)N (x2p|µ2n,Σ2n). (3.9)

3.2 Model fitting with RANSAC

After evaluating the distribution, which guides the selection of points belonging to a de-
tected object, it is then necessary to separate the motions through a geometrical approach.
To perform this task a sequential RANSAC algorithm is used, where at each iteration
a motion model is fitted from a subset of points, sampled according to the related dis-
tribution. To perform the model fitting an inlier threshold t is set in advance, though
in general it is possible to find it automatically by using more elaborated algorithms
[61, 60, 149, 59, 58]. After the motion model selection, the inlier matches are removed
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from the set of feature points pairs S, obtaining a reduced set Snext. Then the clusters are
updated:

c1h ← c1h ∩ S1
next (3.10)

c2k ← c2k ∩ S2
next, (3.11)

with k = 1 . . . K and h = 1 . . . H . The subsets of points Sfnext are defined as:

Sfnext = {xfp | (x1p,x2p) ∈ Snext} . (3.12)

A new couple (m,n) is then chosen at the next iteration, considering the cluster with a
maximum number of intersection points.

A maximum number of iterations for the RANSAC is fixed to max(H,K), which
should be considered as an upper bound for the segmentation because it is likely to hap-
pen that inliers belonging to different clusters, but with same motion, can be segmented
together.

A summarised version of the described method is reported in algorithm 1.

Algorithm 1 Semantic Sequential RANSAC (SSR)

Require: set of 2D image correspondences S = {(x1p,x2p) | p = 1 · · ·P} and score
maps from the object detector Φ1 and Φ2.

Ensure: Multiple motion models and inliers assignment to each motion model.
1: Find the H and K clusters c1h and c2k via mean shift procedure.
2: Assign Snext ← S.
3: for i = 1 to max(K,H) do
4: Select the couple of clusters (m,n) according to the highest number of matches in

Snext (Eqs. 3.1, 3.2).
5: Compute the sampling function associated to clusters (m,n): Ψ =

N (x1p|µm1, Σ1m)N (x2p|µ2n, Σ2n).
6: Fit the motion model with RANSAC using the sampling function Ψ.
7: Divide the set Snext into inliers and ouliers according to a given threshold t: Snext =

Sinnext ∪ Soutnext.
8: Remove the inliers of the RANSAC from the whole set of features pairs Snext:

Snext ← Soutnext

9: Update the clusters c1h ← c1h ∩ S1
next, c2k ← c2k ∩ S2

next for k = 1 · · ·K, h =
1 · · ·H

10: if Soutnext = ∅ then
11: EXIT
12: end if
13: end for
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3.3 Synthetic experiment

In this Section the advantage of using the proposed sampling function is quantified using
synthetic data. A comparison with respect to the standard random sampling function is
also performed. This synthetic experiment is done to test how the noise on the position of
the matched 2D measurements and the presence of mismatches can affect the final result
of the SSR.

In order to do this, a 3D scenario is simulated with D cubic shape objects, rotated
and translated in the three dimensions. The camera model used is orthographic, with an
image frame of 640 × 480 pixels. Each object is associated to a set of 3D feature points
Id = {X1, . . . , Xo}, where the number of points o(d) for d = 1 . . . D is different given
the object associated to them and it is randomly sampled with the uniform distribution
U([15, 30], 15). The point coordinates are uniformly distributed inside the volume. For
the background, the number of points is set equal to 300, ten times the maximum number
of points per object. An increasing percentage of outliers is used in order to simulate
mismatches in the feature descriptor matching method, and the 2D score map of an object
detector is simulated by associating a truncated multivariate normal distribution at each
object centroid and a uniform negative value in the remaining part of the image related
to the background. To exactly emulate the results of an object detector, a positive score
is associated to 2D projections of the 3D points if they belong to the background but are
close to an object centroid, as represented in Fig. 3.3.

In this experiment also three competing methods are tested:

1. the Sequential RANSAC (SR) (which uses the fitting-and-removing procedure),

2. the Jaccard-distance Linkage (JL) [53],

3. the multi GS (GS) [56].

The performance of each method is evaluated as:∑D
d=1 I

est
d ∩ Id∑D

d=1 Id
(3.13)

where Id is the number of inliers for the motion model n and Iestd is the corresponding
estimated number. The four methods are applied considering different varying conditions:

• number of objects (from 3 to 5)

• number of mismatches between points in the two frames (%0, %10, %30)
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Figure 3.3: Example of two images used for the synthetic setup. The red points in each
image represent key-points belonging either to background or to 5 moving objects. The
green lines display the point matches across the two views. The heatmap values at each
pixel correspond to the score map given by a simulated detector response.

• number of iterations for each model (10, 100 and 1000)

For each scenario 100 trials are performed. In Table 3.1 the average results for each
method are reported, according to Eq. (3.13).

In Table 3.1 it can be noticed that the number of true inliers of SSR is generally higher
or similar with respect to the compared approaches. When there are few iterations, the
advantage becomes quite clear. In case of 10 iterations the discrepancy between the SSR
and the best competing method is almost double in percentage (e.g. 72% vs. 39% for
30% outliers and 3 objects), thanks to the boost given by the semantics. The advantage
of the SSR is even higher if the number of objects grows to 5. Also, it is clear that the
sequential RANSAC shows all its limits, while the J-Linkage results are comparable when
the mis-matchings are low. The performance decreases more when the number of outliers
increases. When the number of iterations becomes higher, SSR behaves similarly to the
best competing methods since the effect of the semantic sampling function is less evident
in such cases.

Table 3.2 displays the processing time for the four algorithms tested with MATLAB on
a PC with four-cores CPU at 2.6 GHz, 8 GB RAM. The sequential RANSAC is the fastest
algorithm, while J-linkage and SSR have rather similar timing. In case of small number
of iterations the bottleneck of SSR is the mean shift procedure, which is not optimised in
the MATLAB implementation.
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Table 3.1: Mean of the ratio of inliers correctly matched for the synthetic tests for 3
and 5 motions and increasing number of outliers. Results are presented for the proposed
algorithm (SSR), J-Linkage (JL), multiGS (GS) and sequential RANSAC (SR).

# of motions Iterations
Mismatching Ratio

0% 10% 30%

SSR JL GS SR SSR JL GS SR SSR JL GS SR

10 .99 .45 .09 .17 .89 .47 .08 .08 .72 .39 .06 .05

3 100 .99 .98 .88 .81 .89 .88 .71 .24 .72 .72 .44 .11

1000 .99 1.00 .99 .99 .90 .90 .89 .80 .74 .74 .72 .24

10 .97 .31 .08 .10 .88 .26 .06 .05 .70 .20 .05 .04

5 100 .99 .88 .64 .31 .90 .79 .48 .15 .70 .63 .31 .08

1000 .99 1.00 .95 .93 .90 .91 .86 .36 .72 .73 .65 .12

Table 3.2: Average computation time (in seconds) versus number of iterations for Se-
mantic Sequential Ransac (SSR), J-Linkage (JL), multiGS (GS) and sequential RANSAC
(SR).

# iterations SSR JL GS SR
10 7.6 6.6 0.04 0.03

100 9.6 6.8 0.35 0.10
1000 9.0 9.5 11.8 0.77

3.4 Real experiment

The SSR has been tested on real scenarios, which consist in pairs of images selected
from two benchmarks: The KITTI dataset [145] (described in Sec. 2.1.2), with a strong
perspective distorsion, and the Hopkins 155, with a weak perspective – affine motion.

The first step of the algorithm consists in generating a score map for the semantic data
extraction. In Fig. 3.4 it is shown the score map of a car detector, generated for an image
of the KITTI dataset. As it can be noticed in the figure, the highest scores are correctly
associated to the region where the car is located in the image. However the modes of
the score map are not exactly centred to the objects, giving only a rough estimation of
their locations. The false positive generated by the object detector involves the generation
of some positive scores in regions where there are no objects. A similar behaviour is
observed in the Hopkins 155 dataset (Fig. 3.5(e)). Despite this, the information provided
by the score map can be used to create the sampling prior for the next motion segmentation
stage with RANSAC.

The SSR method has been compared with with JL, GS and SR. Considering the chal-
lenging conditions of the real dataset 104 iterations are necessary in order to perform a
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Figure 3.4: Scoremaps for test images taken from the KITTI dataset given by a car detec-
tor.

Table 3.3: Average computation time (in seconds) for the two dataset for Semantic Se-
quential Ransac (SSR), J-Linkage (JL), multiGS (GS) and Sequential RANSAC (SR).

dataset SSR JL GS SR
Hopkins 155 20 67 48.5 6.5

KITTI 34.7 141 40 9.3

good segmentation.

As it can be seen in Table 3.3, the SSR is still lower in computation time with respect
to JL and GS, while the faster is SR.

Results are displayed in Fig. 3.5 for the Hopkins 155 dataset and in Fig. 3.6 for the
KITTI dataset. The colour of the points represents the motion model they belong to. As
it can be seen from Fig. 3.5, the SSR outperforms other methods, and the segmentation is
correctly assigned to the two moving cars. Differently, the other three methods struggle
to reconstruct any consistent motion models. In the couple of images belonging to the
KITTI dataset in Fig.3.6 results are slightly less precise, with a couple of outliers on the
background and a few outliers on the left car. This depends on the fact that the motion
of the two cars is extremely similar to the background. The second best method (GS)
fits a motion model that encloses both the two cars and a relevant portion of background
(green points), whereas the remaining points of the more distant car are enclosed on the
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main background motion model (yellow points). The tests are repeated with a lower and
higher number of iterations (103, 105), and in all the case the comparison confirms the
clear superiority of SSR.

(a) (b)

(c) (d)

(e)

Figure 3.5: Multi-body segmentation results from a pair of images from the Hopkins 155
dataset. The colors of the feature points overlaid on the images denote the estimated
inliers for each motion model for SSR (a), J-Linkage (b), multiGS (c) and sequential
RANSAC (d). In subfigure (e) the disparities of the matched points is displayed, over-
lapped with the classifer score map.
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(a)

(b)

(c)

(d)

Figure 3.6: Multi-body segmentation results from a pair of images from the KITTI
dataset. The colors of the feature points overlaid on the images denote the estimated
inliers for each motion model for the SSR (a), J-Linkage (b), multiGS (c) and sequential
RANSAC (d).
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3.5 Discussions and conclusions

In this Chapter a novel approach to solve the motion segmentation problem is presented.
The method exploits semantic information to drive the sampling in a consensus based
approach, improving performance and speeding up the hypothesis generation. Compared
to the classical Sequential RANSAC and to many other highly optimised state-of-the-
art methods, SSR needs less iterations for discovering models. The SSR demonstrates
its potentiality on real challenging datasets, where it sharply outperforms the literature
ones, that are in some cases unable to recover a reasonable segmentation even with a
considerable number of iterations. These initial results can be certainly improved by
including other semantic information that are specific to the object class used ( e.g. a
façade of a building or a street floor might fit better an homography model rather then
a full fundamental matrix model). Object to object relations (such as car and street)
might further boost performance for multi-body segmentation, especially for the case of
clustering matching between two views.
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CHAPTER 4

N-VIEW OPTIMISATION BASED MOTION

SEGMENTATION WITH SEMANTICS

I N this Chapter it is presented a multi-view approach to the motion segmentation prob-
lem. The difference with respect to the previous Chapter consists in segmenting

motions in case of videos instead of pair of frames. This can be useful when the 3D re-
construction of a specific dynamic scene should be performed by considering as input a
stream of images. In this case a possible approach for segmenting moving objects consists
in grouping long term trajectories, which means that 2D feature points are tracked along
several image frames.

The idea is to exploit jointly the geometric constraints and the semantic information,
with the aim of developing a more robust algorithm which can be used in challenging
scenarios. It is shown that by constraining the geometry and using known semantic classes
in the scene, a much higher accuracy with respect to previous approaches can be achieved.

The algorithm here presented is named TVCM (Two-Views Constrained Motion), and
it is a practical motion segmentation approach for urban-level scenarios. It is developed
to deal with long term trajectories and to segment objects moving with a planar motion
(cars, bikes, pedestrians). It can be used from end-to-end to process raw videos, in con-
trast to many works in motion segmentation that assume generic motions but have only
been tested on clean, pre-processed image sequences (Hopkins 155 and MTPV datasets).
Unlike most available techniques, this approach includes a pre-processing phase to filter
the trajectories, with a higher robustness to noise with respect to other state-of-art methods
in street level scenes.

The method exploits two application-specific factors – the restricted camera move-
ment and the known type of moving objects – to deal with the two major limiting factors

37
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Figure 4.1: The motion segmentation algorithm has been developed for a urban scene,
where the reference frame is moving in agreement with the car where the camera is
mounted, while other objects are moving on the same plane. The motion allowed is
parallel to the ground plane (translation over X (green arrow) and Z (red arrow), and yaw
around the axis Y (blue arrow))

– missing data and strong perspective effects – that affect most previous “generic” motion
segmentation algorithms in realistic environments. In this kind of sequences two main
assumptions are valid: (i) the camera has a narrow tilt motion and (ii) the intrinsic param-
eters are known and constant. These constraints are valid because the pitching of the car
is almost not relevant, and the camera mounted has fixed intrinsic parameters. The basic
idea underlying this framework is to adapt the geometrical model to be constrained to the
street level scenes. The geometrical model should consider only rotations and translations
on planes orthogonal with respect to the Y axis of the camera, as shown in Fig. 4.1. These
constraints can be included in a specific form of the essential matrix and the inclusion of
semantics can improve the final segmentation.

4.1 Pre-processing stage: Trajectory filtering

The first stage to deal with real videos consists in pre-processing the trajectories through
semantic segmentation algorithms (e.g. [150]). This is necessary for applying every
motion segmentation algorithm based on affinity matrices, considering that they can not



39

be used in practice, not only because they have problems in dealing with a huge number
of objects, but also because they fail in separating between motions with a large difference
in number of trajectories. The method consists in firstly dividing the features belonging
to the background from those belonging to the foreground. A random reduction to those
from the background can be applied, in order to reduce the imbalance.

4.2 Two-Views Constrained Motion

After the pre-processing stage, a set of feature points x = (xfi, yfi, 1) belonging to i =

1 . . . P trajectories in f = 1 . . . F frames are available. Considering that the feature points
belonging to a street-level scenario can move with a planar motion parallel to the ground,
a geometrical constraint for each couple of subsequent frames c = 1 . . . F − 1 can be
applied, as follows:

x̂T

(f + 1)i Ec x̂fi = 0, (4.1)

with Ec ∈ R3×3 being the essential matrix, and x̂fi = K−1xfi being the normalised homo-
geneous coordinates. K is the fixed intrinsic camera matrix (assumed to be known). The
computation of Ec is performed using the Least-Squares 8-point algorithm [151], which
is chosen instead of Hartley’s seven-point algorithm because it performs better in most
of the cases, in particular in urban scenes [152]. The epipolar constraint (4.1) can be
re-written in a linear form:

wT

ciec = 0, (4.2)

where:

ec = (x(f + 1)ixfi, x(f + 1)iyfi, x(f + 1)i, y(f + 1)ixfi, y(f + 1)iyfiy(f + 1)i, xfi, yfi, 1)T , (4.3)

is the vectorisation of the matrix Ec, and wic is the corresponding vector composed by the
monomials of the 2D feature points.

The essential matrix can be adapted to the considered scenario by decomposing it in
the rotation and translation components. The point of view has a yaw rotation θc and a
translation tc = [gc 0 hc] along the X and Z axis of the ground plane. Then, according
to [63]:

Ec = [t]× Rc =

 0 −hc 0

hc 0 −gc
0 gc 0


cos(θc) 0 − sin(θc)

0 1 0

sin(θc) 0 cos(θc)

 , (4.4)
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which can be linearised as:

ec = −(0, hc, 0, hc cos(θc) + gc sin(θc), 0, hc sin(θc)−gc cos(θc), 0, hc, 0)T . (4.5)

Considering that the odd entries of the vector ec are zeroed and that they don’t give any
contributions, Eq. (4.2) can be re-arranged as:

w̃T

icẽc = (x(f + 1)iyfi y(f + 1)ixfi y(f + 1)i yfi) ẽc = 0. (4.6)

The subspace reduction allows to better cope with noise that affects the 2D measurements,
by reducing the influence of the component parallel with respect to the Y axis of the
camera.

4.2.1 Geometrical affinity matrix

The motion segmentation problem can be addressed by applying the Sparse Subspace
Clustering (SSC) algorithm [75] to Eq. (4.6). A data matrix Wc = [wc1 . . .wcP ] ∈ R4×P

can be constructed for each couple of frames c = 1 . . . F − 1, and the case of degeneracy
can be addressed by using a subspace separation algorithm. Each measurement vector
wci can be expressed as a linear combination of all the other vectors, as follows:

wci =
P∑

q=1,q 6=i

scqwcq = Wcsci

sci = 0,

(4.7)

where sci is the vector of the coefficients that relates wci to all the other vectors wci, for
q = 1..P . For every trajectory, the solution for Eq. (4.7) can be achieved by solving the
optimisation problem:

min ||sic||1 s.t. wic = Wcsic. (4.8)

Eq. (4.8) can then be extended for all the other column vectors of Wc as follows:

min ||Sc||1 s.t. Wc = WcSc, (4.9)

considering that diag(Sc) = 0, according to Eq. (4.7).

The matrix Sc can be evaluated by using the SSC [153, 75]. The matrix Ac is obtained
by computing the adjacency matrix of Sc. In case of missing data for a given trajectory m
in a couple of frames c, the affinity matrix Ac will have aum = 0 for u = 1 . . . P rows and
amv = 0 for v = 1 . . . P columns. The final affinity matrix Â ∈ RP×P associated to the
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collection of frames f = 1 . . . F can be evaluated as follows:

âuv =

∑F−1
c=1 auv,c
||auv||0

if ||auv||0 6=0

âuv = 0 if ||auv||0 =0,

(4.10)

where ||auv||0 is the `0 pseudo-norm that counts the non-zero elements of the vector
auv = [a(uv,1), . . . a(uv,F−1)]

T , associated to every corresponding element u, v across all
the affinity matrices Ac of the video sequence. This is necessary for balancing the entries
of the matrix with respect to the number of times the associated features appear in the
video.

4.2.2 Semantic affinity matrix

To inject the semantic information in the framework, the construction of the associated
affinity matrix is needed, which can be introduced to address both temporal and spatial
relations among trajectories. To enforce the temporal relation between the detections and
to increase their reliability, a tracking-by-detection method [154] is used. The tracker
allows to associate object detections across the frames thanks to their appearance and
bounding boxes overlapping. The advantages of including a tracker instead of using only
image trajectories are:

• it eliminates most of the false positives in the image detections that can affect the
final result;

• it reduces the error over the sizes and the localisation of the detections, increasing
the reliability of the association of the trajectories with the detected objects;

• it joins the trajectories interrupted by occlusions thanks to the final regression method.

The semantic affinity matrix ~A ∈ RP×P is then constructed by considering if the coordi-
nates of the points belonging to the trajectories are included in a d bounding box, defined
by the triplet of parameters Bdf = {wdf , hdf ,bdf}, where bdf is the top-left corner po-
sition of the bounding box, and wdf and hdf are respectively the width and height. For
every detection an affinity matrix ~Adf ∈ RP×P is constructed. The entries of the affinity
matrix depend on the score given by a two-dimensional Gaussian, based on the distances
between features and the dimensions of the bounding boxes:

ãuv,fd = exp

(
−

(
(xu,fd − xv,fd)2

w2
fd

+
(yv,fd − yv,fd)2

h2
fd

))
, (4.11)



42

Figure 4.2: The Semantic affinity matrix is constructed by using a two-dimensional Gaus-
sian (Eq. 4.11) with variances related to the two sizes of the bounding box wfd and hfd,
based on the distance between two generic points u and v inside the bounding box across
all the frames f .

where ãuv,fd is the affinity between points belonging to trajectories u and v with respect
to the detection d in frame f . If both the points u and v are lying inside the bounding box
Bfd, the variances along the two axes are respectively equal to h2

fd and w2
fd. After com-

puting every single Semantic affinity matrix for each frame f associated to each detection
tracklet d, the aggregation over the time is performed as follows:

ãuv,d =

∑F
f=1 ãuv,fd

||ãuv,d||0
if ||ãuv,d||0 6=0

ãuv,d = 0 if ||ãuv,d||0 =0,

(4.12)

where ãuv,d = [ãuv,1d, . . . , ãuv,Fd]. The final semantic affinity matrix, associated to all the
detections, is then evaluated by aggregating all the ~Ad = {ãuv,d}:

ãuv =

∑D
d=1 ãuv,d
||ãuv||0

if ||ãuv||0 6=0

ãuv = 0 if ||ãuv||0 =0.

(4.13)

where ãuv = [ãuv,1, . . . , ãuv,D].

4.2.3 Spectral clustering with joint affinity matrices

After constructing separately the geometrical and the semantic affinity matrices, it is then
necessary to combine them to exploit the geometrical information about the motion and
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the semantic information about the composition of the scene. The combination is per-
formed by using a procedure developed by Huang et al. [4] named Affinity Aggregation
for Spectral Clustering (AASC). The AASC is an iterative unsupervised algorithm which
automatically seeks for a linear optimal combination of the input affinity matrices, in
order to reduce the effect of ineffective affinities and irrelevant features that can be as-
sociated to some affinity matrices and may compromise the final result of the clustering.
The AASC algorithm generates the weights α and β for the final combination, as follows:

Ŝ = αÂ + β~A (4.14)

Normalised Spectral Clustering is then performed according to the algorithm proposed
by Ng et al. [155], with a number of M clusters known a priori. This approach is com-
posed by two main steps: A first computation of the Normalised Symmetric Laplacian
L ∈ RP×P , which is necessary to map the features in a space where the clusters corre-
spond to a convex region [155]. The final clustering phase is performed by using k-means

on the M normalised largest eigenvectors of L.

4.3 Synthetic experiments

In this Section the synthetic experiments on the N-view motion segmentation approach
are described. The test on the synthetic videos is useful because it allows to verify how
the noise on the measurements can affect the results of the algorithms. The basic idea
is to generate a dynamic environment that simulates the motion of elements in the scene
that are typical of urban-street level sequences, like in the KITTI dataset. In particular,
the camera mounted on a moving platform is simulated by the background represented
by point clouds (structures) moving with a planar motion. The cars are simulated with
two correspondent structures that move with planar motions. The structure representing
the car has 347 points, while the structure representing the street (background) has 400
points.

The experiment consists in adding an increasing noise over the coordinates of the
projected points. The algorithm tested are: TVCM, TPV [79], SSC [75], LBF [64], LSA
[68], GPCA [73], RANSAC [50], ALC [76]. To make the synthetic dataset as close as
possible to the real case, the intrinsic camera parameters are taken from a sequence of the
KITTI dataset [154]. A noise eif ∈ R2, whose values are distributed following a Gaussian
distribution with variance ε truncated between [−ε,+ε], is added on the 2D points. To
have a reasonable statistics for the comparison, 10 different scenarios of 20 frames have
been generated, each of them including 3 different planar motions. Figure 4.4 shows the
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Figure 4.3: A frame from the synthetic dataset, with the 2D reprojection of the structure
of two cars (point clusters 1 and 2 ) and of the street (point cluster 3).

average misclassification rate, for all the 8 methods and the 10 sequences with respect to
the magnitude of the standard deviation of the noise ε added to the 2D points.

As expected, TVCM is more robust than all the other methods in a scenario with
planar motions, and the misclassification error ρ remains below the value of 2% even in
case of maximum noise. TPV, on the contrary, is more sensitive to the noise, eventually
reaching a maximum value of 8% of misclassification.

Considering the state of the art methods, SSC, LBF, ALC increase their error starting
from zero, reaching a maximum value that remains below the 8%, while the LSA is almost
linearly sensitive to the noise, reaching a maximum value of 21%. The GPCA performs
poorly with a 11% of misclassification error even with zero noise over the measurements,
and the same happens for RANSAC, which has an error rate that does not seems strongly
affected by the increase of the noise.

The ALC method is able to infer also the number of motions by using the agglom-
erative segmentation algorithm described in [156]; to make a fair comparison, the code
is modified such that the number of motions is included as an a priori data. The com-
putations are performed iterating over 30 different values of noisy level, and then the
segmentation with the smallest average error rate is used.

4.4 Real experiments

In this Section the TVCM multi-view approach framework is tested on real data, and in
particular on subsets of urban street-level sequences belonging to the KITTI dataset [154]
(described in Sec. 2.1.2). The selected sub-sequences are chosen considering only cases
where cars are moving (in two sub-sequences there are both parked cars and moving cars).

Considering that the TVCM algorithm has been developed for urban street-level scenes,
no tests with other datasets have been realised. Despite this, testing the TVCM on the
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Figure 4.4: Misclassification rate by using TVCM (our method), TPV, SSC, LBF, LSA,
GPCA, RANSAC and ALC for the synthetic experiment.

KITTI dataset is much more challenging than testing on the MTPV and Hopkins 155,
because the scenes contain 2 to 11 motions per sequences (while in the other two cited
datasets the maximum number of motions is respectively 2 and 3) and the camera (which
is a car moving on the street) has often rapid movements.

The long-term trajectories are generated using the LDOF tracker [157], which is ro-
bust to lighting variations on the objects. The LDOF tracker generates a number of tra-
jectories depending on the length of the video and on the size of the image. Most of
the extracted trajectories are over the background, which is indeed the motion with the
biggest amount of samples. This is mostly due to the elevated number of interest points
that can be tracked in the background of an outdoor scenario, especially considering the
high average ratio between the area covered by the background and by the objects. To
achieve good results in performing clustering on the final affinity matrix, it is desirable to
have a comparable number of samples in each cluster [158]. To achieve this result, the
pre-processing stage described in Sec. 4.1 is performed, by segmenting the foreground
from the background through a semantic segmentation stage [159], such that the number
of the background trajectories are not more than the 60% of the total number.

The framework is applied on 9 sequences, with a varying number of frames, which
are respectively 28 for the Seq. 5, 36 for seq. 9, 117 for Seq. 11, 79 for Seq. 14, 51 for
Seq. 20, 13 for seq. 22a, 18 for Seq 22b, 8 for Seq 22c and 20 for Seq. 36. The number
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Sequence 5
TVCM S-TVCM

TPV S-TPV

Sequence 9
TVCM S-TVCM

TPV S-TPV

Sequence 11
TVCM S-TVCM

TPV S-TPV

Figure 4.5: Qualitative results on the KITTI dataset using the two perspective motion
segmentation methods on feature points: TVCM and S-TVCM (our method), TPV and
S-TPV on the sequences 5, 9, 11. The inner part of the points represents the segmentation,
while the point border represents the GT.

of motions are also variable from 2 to 11. In addition to the methods evaluated in the
synthetic scenario, in this dataset the versions S-TVCM, S-TPV, and S-SSC have been
included, where the geometrical part is combined with the semantic part, as explained in
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Sequence 14
TVCM S-TVCM

TPV S-TPV

Sequence 20
TVCM S-TVCM

TPV S-TPV

Sequence 22a
TVCM S-TVCM

TPV S-TPV

Figure 4.6: Qualitative results on the KITTI dataset using the two perspective motion
segmentation methods on feature points: TVCM and S-TVCM (our method), TPV and S-
TPV on the sequences 14,20,22a. The inner part of the points represents the segmentation,
while the point border represents the GT.

Section 4.2.3. To compute the semantic affinity matrix, the detections are extracted with
a LSVM-based object detector [1] already trained on the dataset [154]. The detection
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Sequence 22b
TVCM S-TVCM

TPV S-TPV

Sequence 22c
TVCM S-TVCM

TPV S-TPV

Sequence 36
TVCM S-TVCM

TPV S-TPV

Figure 4.7: Qualitative results on the KITTI dataset using the two perspective motion
segmentation methods on feature points: TVCM and S-TVCM (our method), TPV and
S-TPV on the sequences 20, 22a, 22b, 22c and 36. The inner part of the points represents
the segmentations, while the point border represents the GT.

model has been chosen because it has good performance in recognising cars, and works
successfully in combination with the tracking-by-detection method developed by the same
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Table 4.1: Misclassification rate for each of the selected sequences of the KITTI dataset.
In the table the number of motions M for each sequence is included.

Seq. M TVCM S-TVCM TPV S-TPV SSC S-SSC LBF LSA GPCA RANSAC ALC

5 3 52 29 58 61 59 58 33 63 62 67 63
9 4 37 0 33 22 45 44 33 54 38 72 14

11 11 49 35 47 32 62 58 29 74 67 88 40
14 11 43 29 46 42 48 44 53 74 66 85 39
20 2 0 0 0 0 5 20 11 11 11 37 39
22a 2 0 0 50 48 35 4 0 36 0 48 0
22b 2 44 3 47 21 31 8 19 25 49 47 24
22c 3 2 0 2 0 0 0 15 32 47 71 53
36 3 0 0 44 47 6 6 6 10 22 27 6

Avg. 25 11 36 30 32 27 22 39 38 60 27

Table 4.2: Weights computed by using the Affinity Aggregation Spectral Clustering [4]
for all the sequences of the KITTI dataset.

5 9 11 14 20 22a 22b 22c 36
α -0.42 0.50 0.50 0.10 0.17 0.50 0.04 0.42 0.38
β 1.42 0.50 0.50 0.90 0.83 0.50 0.96 0.58 0.62

authors [154].

The weights used to join together the affinity matrices trough AASC, as explained in
Sec. 4.2.3, are included in Table 4.2. As it can be seen from the values of α and β, if the
motions can be easily separated with the geometry, the algorithm assigns a similar weight
to the semantic and geometrical contributions ( as happens in seq. 9, 11, 22a and 22c ). If
the motions are hard to separate, the algorithm gives more weight to the semantic affinity
matrix. The weights given by the AASC algorithm [4] can be also negative but should be
less than one in modulus, according to the constraints in [4]. Regarding the competing
methods, to face with the issue of missing data for SSC, LBF, LSA, GPCA and RANSAC
the method of Chen et al. [160] has been used, which has the best performance according
to [79]; for the GPCA method the Power Factorisation has not been used because of its
instability. The completion method by Chen et al. [160] has not been used with the ALC
because it can already deal with the problem of missing data. The misclassification rate
values displayed in Table 4.1 show that the TVCM has much better performance than
the other methods tested, with an average value of 25%. All the other algorithms per-
form worst, except the LBF which can deal effectively even in case of strong perspective
effects. Qualitative results are shown in Figures 4.5, 4.6, 4.7.
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4.5 Discussions and conclusions

In this Chapter a practical novel approach to solve the motion segmentation task is pre-
sented, and it is specifically suitable for urban street-level scenes. The method consists
in reducing the epipolar constraint for the described specific case, and then including se-
mantic information in the form of an affinity matrix to improve the performance in case of
real scenarios. The method is tested on a synthetic and on a real dataset. In the synthetic
dataset it is shown that the TVCM is more robust to the noise with respect to the compar-
ing methods. Experiments on a real dataset, where the images are taken from a camera
mounted on a car, confirm the average superiority of the reduced epipolar constraint com-
bined with the semantic data.



CHAPTER 5

3D OBJECT LOCALISATION WITH

SEMANTICS

I N this Chapter a new framework for 3D position and occupancy estimation given mul-
tiple view images is proposed. The aim of this method is to describe a generic scene

by considering the position and the occupancy of the objects with respect to the camera,
without estimating details about the surface or the shape. This can be useful for several
applications in robotics (e.g. autonomous driving, obstacle avoidance) or as an effective
initialisation technique for more sophisticated reconstruction algorithms. In this case the
3D localisation of objects is reformulated as a quadric reconstruction by using, as input,
bounding box detections given by a general purpose object detector. The method can be
applied in case of wild environment, with objects in natural context and cluttered back-
ground, and it has been developed considering two main cases: The perspective and the
orthographic camera models.

Unlike previous approaches, the work described in this Chapter is able to localise
objects by only using 2D geometrical information associated to the bounding box de-
tections, without using any prior about the relations with the background. The strength
of this method is to propose a geometrical approach that can also avoid strong heuristics,
which generally change according to different scene environments (indoor, outdoor, street
view, etc.), showing that it is possible to deduce the occupancy and the 3D localisation of
an object through conics optimisation problem.

51



52

5.1 Conic sections and quadric surfaces

As already stated in the introduction, the framework here described utilises the ellipsoids
reconstruction to localise the 3D pose and occupancy of objects. Many man-made objects
can be represented as ellipsoids, which is a closed quadric surface that grows in 3 dimen-
sions. This led from the earliest research in Computer Vision in investigate on methods
for the 3D reconstruction on this category of quadrics given the contour, projected in
multiple-view images.

One of the first to introduce the problem of reconstructing closed quadrics in the Com-
puter Vision field was Karl in his PhD thesis [161]. The problem has been subsequently
outlined by De Ma et al. [162], where they presented a method to reconstruct an ellipsoid
given camera matrices and occluding contours for each view. [162] shows that two views
are not enough to recover a generic ellipsoid, describing all the steps to perform the re-
construction from three views given the contours. A further step was made by Cross et
al. [163], who illustrated a method to reconstruct quadrics from object outlines that are
assumed to be precisely extracted and matched from images. Similarly to [162], they used
the tangent dual space as a mean to reconstruct the quadrics. They also showed how to
reconstruct quadrics from three views only, or using additional epipolar constraints that
need further point matches in the views. In this case the solution for multiple views was
just mentioned in the paper but not explicitly provided. Kang et al. [164] applied again
the dual space for the reconstruction and described a method to estimate complex sur-
faces by using locally estimated 3D quadric patches. The dual-space approach has been
exploited in other practical cases where was necessary the reconstruction of objects by
fitting ellipsoids [165].

5.1.1 Conics

A conic is a curve generated by the intersection of a plane with a cone. This intersection
can generate open curves, like hyperbolas and parabolas, or closed curves, like ellipses.
The conic curve in an arbitrary position can be represented by the following analytic
equation:

d1u
2
1 + d4u

2
2 + 2d2u1u2 + 2d3u1 + 2d5u2 + d6 = 0. (5.1)

Starting from Eq. 5.1, it is possible to define a conic in the homogeneous form as in the
following:

CD = {u ∈ R3 | uT D u = 0}, (5.2)
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Figure 5.1: The centre of a conic is also the intersection between two generic diameters,
which can be drawn by joining the points where two parallel tangents touch the conic.

where CD is the conic related to the matrix D, u ∈ R3 is a homogeneous 2D point belonging
to the conic whose coefficients are defined by the symmetric matrix D ∈ R3×3. In the
following parts, the matrix D associated to the conic will be considered itself as the conic.
The Eq. 5.2 can be expanded in the following way:

[
u1 u2 1

]d1 d2 d3

d2 d4 d5

d3 d5 d6


u1

u2

1

 = 0. (5.3)

The centre of a conic is the midpoint of any diameter, which is a straight line segment
passing through the points where two parallel tangents touch the conic [166], as shown
in Fig. 5.1. According to this definition, the centre of an ellipse can be computed by
intersecting two lines passing through the partial derivatives of Eq. 5.2 with respect to u1

and u2:  ∂
∂u1

(uTD u) = 0

∂
∂u2

(uTD u) = 0
(5.4)

In Fig. 5.1 becomes evident that the solution of the system in Eq. (5.4), which identifies
the centre of a central conic, is also the intersection between two diameters. The centre
can be also computed as follows:

u0 = D−1
22

[
d3

d5

]
,where D22 =

[
d1 d2

d2 d4

]
. (5.5)
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It is possible to determine the type of conic by considering some properties of the associ-
ated matrix D [167]. In particular, a conic can be defined an ellipse if:

det D 6= 0

det D22 > 0

det D/ det D22 < 0

, (5.6)

where det D and det D22 are the determinants of the matrices D and D22. The sizes of the
semi-axes ξ = [ξ1, ξ2]T can be obtained as:

[
ξ1

ξ2

]
=

√√√√− det D

det D22

[
γ−1

1

γ−1
2

]
, (5.7)

where γ1 and γ2 are the eigenvalues of the matrix D22. The sub-matrix D22 contains the in-
formation about the orientation and the sizes of the ellipse. The direction of the main axes
can be obtained by computing the eigenvectors of the matrix D22. A conic representing a
real ellipse has 5 degrees of freedom (DoF), corresponding to the 6 independent elements
of the symmetric matrix D, except for the scale parameter. In particular, the five DoF are:
Two for the magnitude of the semi-axis, one for the orientation, two for the position in
the 2D space.

5.1.2 Quadrics

A quadric is a generalisation of a conic for a dimension greater than 2. In three-dimensional
Euclidean space, a quadratic surface can be defined by the following general second-order
analytic equation in tree variables x1, x2 and x3:

e1x
2
1+e5x

2
2+e8x

2
3+2e2x2x3+2e3x1x3+2e4x1x2+2e6x1+2e7x2+2e9x3+e10 = 0. (5.8)

The set of quadrics includes open surfaces – like hyperbolic and elliptic paraboloids,
hyperboloid of one or two sheets and cylinders – and closed surfaces like ellipsoids. The
Eq. 5.8 can be re-written in the homogeneous form as following:

QE = {x ∈ R4 | xTE x = 0}. (5.9)

where x ∈ R4 represents a homogeneous 3D point belonging to the quadric whose coef-
ficients are included in the symmetric matrix E ∈ R4×4. The Eq. 5.9 can be expanded as
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follows:

[
x1 x2 x3 1

]

e1 e2 e3 e4

e2 e5 e6 e7

e3 e6 e8 e9

e4 e7 e9 e10



x1

x2

x3

1

 = 0. (5.10)

The properties of a quadric can be derived by extending the properties of a conic in
three-dimensions. The centre of a quadric can be computed, as with the conic equation,
as follows:

x0 = E−1
33

e4

e7

e9

 where E33 =

e1 e2 e3

e2 e5 e6

e3 e6 e8

 . (5.11)

As for the conics, in the following parts the matrix E associated to the quadric will
be considered itself as the quadric. The type of quadric can be determined, similarly to
the case of the conic, by finding the determinant of E and of the upper left minor matrix
E33 ∈ R3×3. A quadric is a real ellipsoid if the following conditions are satisfied:

det E < 0

det E33 6= 0

ψ1

|ψ1| = ψ2

|ψ2| = ψ3

|ψ3|

, (5.12)

where ψ1, ψ2 and ψ3 are the eigenvalues of the upper left minor matrix E33. The semi-axes
of the ellipsoid Ξ1, Ξ2 and Ξ3 can be determined from the matrix E as follows:

Ξ1

Ξ2

Ξ3

 =

√√√√√√− det E

det E33

ψ
−1
1

ψ−1
2

ψ−1
3

. (5.13)

The orientation of the ellipsoid can be estimated by computing the eigenvectors associated
to the eigenvalues. A quadric representing a real ellipsoid has nine degrees-of-freedom
(DoF), corresponding to the ten independent elements of a 4×4 symmetric matrix, except
one for the scale. The nine DoF are the following: Three for the length of the semi-axis,
three for the orientation and three for the position in the 3D space.

5.1.3 Dual conics and dual quadrics

A dual space D of a vector space P can be defined as an isomorphic vector space, which
allows to describe the vector subspaces of P by a system of linear equations [168].
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Figure 5.2: Planes tangent to a quadric. The conic section D is tangent to three generic
lines τ 1, τ 2 and τ 3, which belong to three generic planes Γ1, Γ2 and Γ3 tangent to the
ellipsoid E .

The relation between the primal and dual spaces is based on the assumption that a set
of planes tangent to a quadric passing through a fixed point forms a conic section [169].
Starting from this, it is possible to use the isomorphic dual space D of a set of planes
passing through the centre of the camera and cutting the image plane with a conic section
to estimate the associated ellipsoid, as it can be seen in Fig. 5.2.

The dual of a conic D represents the envelope T of all the lines τ ∈ R4 tangent to a
conic related to a matrix D. This set T of tangents τ can be represented as:

T := {τ = Du |uTDu = 0}. (5.14)

It is possible to demonstrate that the set of tangent lines is associated to the vanishing set
of a quadratic form with matrix D−1 by exploiting the following steps:

uTD u = uTD D−1 D u = uTDTD−1D u = (D u)TD−1(D u) = τ TD−1τ . (5.15)

This means that it is possible to re-write the set of tangents τ as:

TC := {τ ∈ R3|τ TC τ = 0}, (5.16)
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where C is the dual of D:
C = D−1. (5.17)

Unlike the work of Cross et Ziesserman ([163]), in this work the dual conic C is computed
as the inverse of the primal conic because it should be invertible to be an ellipse. In case
of a generic conic it is desirable to use, as a dual matrix, the adjoint instead of the inverse
because it does not require the division by the determinant. In the next parts, the matrix
C associated to the dual conic will be considered itself as the dual conic. In case of a
quadratic surface QE, the dual is the envelope G of all the planes Γ ∈ R4 tangent to it.
This set of planes can be described as:

G := {Γ = Ep |pTEp = 0}. (5.18)

In other words, while a quadric is represented as a set of points, a dual quadric is described
by a set of planes. Furthermore the left hand side can be rearranged similarly to the case
of the conic as follows:

xTE x = xTE E−1 E x = xTETE−1E x = (E x)TE−1(E x) = ΓTE−1Γ. (5.19)

The envelope of the tangents of a quadric is the zero set of a quadric associated to the
matrix E−1, such that:

GD := {Γ ∈ R4 | ΓTQ Γ = 0}, (5.20)

where Q ∈ R4 is:
Q = E−1. (5.21)

As for the dual conics, the matrix Q associated to the dual quadric will be considered itself
as the dual quadric. Similarly to the case of the ellipse, if the quadric is an ellipsoid the
dual matrix Q can be computed as the inverse of the matrix E.

To apply a rigid transformation to conics C and quadrics Q in dual space, it is necessary
to pre and post multiply with a roto-translation matrix. If the rotation φ and translation
t2 = [tu, tv]

T along the 2D axis u and v are associated to a transformation matrix H ∈
R3×3, the translation of a tangent line τ in τ ′ is given by:

τ ′ = HTτ . (5.22)
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The entries of the transformation matrix are:

H(φ, t2) =

 R2(φ) t2

0T
2 1

 , (5.23)

where R2(φ) ∈ R2×2 is the 2D rotation matrix. According to Eq. (5.22), it is possible to
re-write the Eq. (5.2) as:

τ ′T C τ ′ = (HTτ )T C (HTτ ) = τ T H C HT τ , (5.24)

then the dual conic C′ roto-translated according to the matrix H is given by:

C′ = H C HT . (5.25)

The same criterion can be applied in case of quadrics, where the rotation θ ∈ R3 and the
translation t3 = [tx, ty, tz]

T are associated to the translation matrix Z ∈ R4×4 as:

Z(θ, t3) =

 R3(θ) t3

0T
3 1

 , (5.26)

where R3(θ) ∈ R3×3 is the intrinsic rotation matrix R3(θ) = Rz(θ3) Ry(θ2) Rx(θ1). The
roto-translated dual quadric Q′ ∈ R4×4 can be estimated by applying the following equa-
tion:

Q′ = Z Q ZT . (5.27)

5.1.4 Structure of dual conic and dual quadric matrices

In Sec. 5.1.1 the generic form of a conic in primal space has been introduced. A matrix
associated to an ellipse contains all the coefficients of the curve, and each of these can
have a different magnitude according to the homogeneous representation. To understand
the differences among the entries, it can be useful first to consider the primal conic Dc

with semi-axis ξ1 and ξ2 and the related dual conic Cc:

Dc =


1
ξ21

0 0

0 1
ξ22

0

0 0 −1

 Cc =

ξ
2
1 0 0

0 ξ2
2 0

0 0 −1

 (5.28)
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According to Eq. (5.25), the dual conic generated by applying a 2D roto-translation H in
the dual space is:

Ct = H Cc HT =


ξ2

1 cos(φ) + ξ2
2 sin(φ)− t2u (ξ2

1 − ξ2
2) cos(φ) sin(φ)− tutv −tu

(ξ2
1 − ξ2

2) cos(φ) sin(φ)− tutv ξ2
1 cos(φ) + ξ2

2 sin(φ)− t2v −tv

−tu −tv −1

 .
(5.29)

As it can be observed, Eq. (5.29) can be written more concisely denoting the 2× 2 upper-
left submatrix of Cc by Cc22, the 2× 2 upper-left submatrix of Ct by Ct22 and the upper-right
vector of Ct by C2 as:

Ct =

Ct22 C2

CT
2 −1

 , (5.30)

where:
Ct22 = R2 C

c
22 R

T

2 − t2t
T

2

Ct
2 = −t2.

(5.31)

The matrix Ct22 contains a non-linear part related to the orientation of the ellipse, which is
linear with respect to the variation of the square of the semi-axes sizes and of the square of
the centre coordinates. By using Eq. (5.31), the semi-axes of the ellipse can be determined
as the eigenvalues of the matrix Ct22 + C2C

T
2. A similar approach can be applied to the

ellipsoid by considering the primal quadric Ec and its dual Qc centred in the origin:

Ec =


1

Ξ2
1

0 0 0

0 1
Ξ2
2

0 0

0 0 1
Ξ2
3

0

0 0 0 −1

 Qc =


Ξ2

1 0 0 0

0 Ξ2
2 0 0

0 0 Ξ2
3 0

0 0 0 −1

 , (5.32)

where Ξ1, Ξ2 and Ξ3 are the length of the three semi-axis. Similarly to the case of the
ellipses, denoting by Qc33 the upper-left 3 × 3 submatrix of Qc, Qt33 the upper-left 3 × 3

submatrix of Qt and Q3 the upper-right sub-vector of Qt , the translated dual matrix can be
written more concisely as:

Qt =

Qt33 Q3

QT
3 −1

 , (5.33)

where:
Qt33 = R3 Q

c
33 R

T

3 − t3t
T

3

Q3 = −t3.
(5.34)
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Figure 5.3: Example of a set of ellipses Dfi, D(f+1)i and D(f+2)i which represents the
outlines in 3 frames of a given ellipsoid Ei.

As in the case of ellipses, the semi-axes Ξ can be determined by computing the eigenval-
ues of the matrix Qt33 + Q3Q

T
3.

5.1.5 Ellipsoid projection

As already stated in the introduction of this Chapter, it is possible to reconstruct a 3D
ellipsoid by using the 2D ellipse projections because it exists a linear relation between the
dual quadric Q and the projection curve CD [170].

To demonstrate this relation it is necessary to consider that each line τ tangent to a
conic D, which satisfies Eq. (5.15), can be back-projected to a plane Γ = PTτ , where
P ∈ R3×4 is the camera matrix. These planes can be constrained to be tangent to an
ellipsoid E, according to Eq. (5.20), such that:

ΓTQ Γ = τ TP Q PTτ

= τ TC τ = 0.
(5.35)

From Eq. (5.35) it is possible to derive the expression:

C = P Q PT , (5.36)
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Figure 5.4: Example of a set of images of a given 3D rigid scene taken from a cam-
era at different viewpoints. The problem is to recover the 3D occupancy of each object
given the 2D bounding boxes detected at each image frame. Here the perspective case is
represented.

which describes the linear relation between the dual spaces of the conics and of the
quadrics.

5.2 3D Localisation from Detections

As explained in the introduction of Sec. 5.1, the described approach uses a set of 2D
bounding boxes to deduce the volume occupancy and localisation of detected objects.
The inference of the ellipsoid is carried out by exploiting a quadric reconstruction problem
with multi-view constraints. This method is named Localisation from Detections (LfD),
and it is developed in two different versions, by considering two different camera models:
PLfD, which needs a camera calibration and considers the perspective camera model, and
the OLfD, which does not need a camera calibration and contemplates the orthographic
camera model. The main hypothesis is to consider a static scene where i = 1 . . . N rigid
objects are placed in a generic position; a sequence f = 1 . . . F of multiple image frames
describes the scene from different viewpoints. In each frame a set of bounding boxes Bfi,
generated by an object detector, identifies the visible objects. Each available bounding
box can be defined as Bfi = {wfi, hfi,bfi} , where the vector bfi is the centre of a
bounding box, while hfi and wfi are respectively the height and the width.

The goal of moving from a bounding box representation of an object to a 3D ellip-
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Figure 5.5: Example of bounding boxes (yellow) and corresponding fitted ellipses (red)
for a set of objects. The method here described takes as input ellipses aligned with respect
to the image axes.

soid is pursued by associating to each bounding box Bfi an ellipse CD,fi inscribed in the
bounding box as illustrated in Fig. 5.5. According to the fact that the ellipses are in-
scribed in the bounding boxes, the centre of each ellipse Dfi 1 coincides with the centre of
the bounding box bfi as well as the two axes, which are aligned with respect to the image
axes, are wfi and hfi. The problem is reformulated as finding the 3D ellipsoid Ei associ-
ated to each object i whose projections onto the image best fit the 2D ellipses Dfi : This
allows to deduce both the localisation and the occupancy of each object in the scene by
using 2D information from different points of view. According to Eq. (5.2), it is possible
to represent each ellipse using the homogeneous quadratic form through the associated
symmetric matrix Dfi. The same can be done for a generic ellipsoid Ei in the 3D space,
which can be represented in the homogeneous form by using the associated symmetric
matrix Ei. Each matrix Ei, when projected onto the image plane, gives the matrix asso-
ciated to a conic denoted with Dfi ∈ R3×3. As already stated in Sec. 5.1.5, the relation
between the ellipsoid Ei and the projected ellipses Dfi is not linear in the primal space,
i.e. the Euclidean space of 3D points or 2D points in the images. Thus, it is necessary to
move in the dual space, where a linear relation between the matrix Qi of the dual ellipsoid
and the dual conics Cfi is available. According to this, Eq. 5.36 can be reformulated for
the perspective case up to a scale factor βfi ∈ R:

βfi Cfi = PfQiP
T

f . (5.37)

To compute each dual ellipsoid in closed form from the set of dual conics, the associated

1 For a matter of simplicity, in the following parts of the paper the centred ellipses Dcfi and centred
ellipsoids Eci are written respectively as Dfi and Ei. This is valid also for the dual conics Cfi and dual
quadrics Qi.
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(5.39)

matrices Qi and Cfi should be vectorised. The vectorisation consists in re-arranging the
symmetrical entries contained in the lower triangular part of a given symmetric matrix
A ∈ Rn×n, in a vector a ∈ Rg, with g = n(n+1)

2
.

To obtain a linear relation between the vectorised entries of Qi and Cfi, the product of
the elements of Pf and PTf should be arranged as a unique matrix Gf ∈ R6×10 [171]:

Gf = J(P⊗ P)U, (5.38)

where⊗ is the Kronecker product and matrices J ∈ R6×9 and U ∈ R16×10 are two matrices
such that vech(X) = J vec(X) and vec(Y) = U vech(Y) respectively, where X ∈ R9×9 and
Y ∈ R16×16 are two symmetric matrices2. The structure of the matrix Gf is made explicit
in Eq. (5.63), where pqr are all the entries of the matrix P, for q = 1 . . . 3 and r = 1 . . . 4.
Given Gf , Eq. (5.37) can be rewritten as:

βfi cfi = Gfvi, (5.40)

where cfi ∈ R6 and vi ∈ R10 are respectively the vectorised forms of the dual matrices
Cfi and Qi.

5.2.1 Estimating ellipsoids from ellipses in the perspective case

In this Section the quadric reconstruction method in the case of perspective camera model
is described. The generic camera matrix introduced in Sec. 5.1.5, can be rewritten for the
perspective camera model as:

Pf = Kf [Rf |tf ], (5.41)

where Kf ∈ R3×3 is the calibration matrix, while Rf ∈ R3×3 and tf ∈ R3 are respectively
the camera rotation matrix and translation vector for each frame f , which are assumed to

2The operator vec serialises all the elements of a generic matrix.



64

be known. These data can be obtained by using state-of-the-art self-calibration methods
[172, 173].

In the perspective case, a prerequisite to obtain a unique solution for vi is to have
at least three images whose projections of the ellipsoid are available [162]. By stacking
column-wise Eq. 5.40 for f = 1 . . . F , with F ≥ 3, it can be written:

Miwi = 06F , (5.42)

where 0 denotes a column vector of zeros of length 6F . The matrix Mi ∈ R6F×(10+F ) and
the vector wi ∈ R10+F are defined as follows:

Mi =



G1 −c1i 06 06 . . . 06

G2 06 −c2i 06 . . . 06

G3 06 06 −c3i . . . 06

... 06 06 06
. . . 06

GF 06 06 06 . . . −cFi


, wi =

[
vi

βi

]
, (5.43)

with βi = [β1i, β2i, · · · , βFi]T . In this case the matrix Mi is not full rank, and the solution
of Eq. (5.42) belongs to the null-space ker(Mi), while v̄i = w̄fi for f = 1 . . . 10 (the first
ten elements of the vector w̄i) . After the computation of v̄i, it is necessary to generate
first the dual matrix Q̄i:

Q̄i = vech−1(v̄i), (5.44)

where the operator vech−1 computes the matrix from the vector that contains only the
symmetrical entries. Then the matrix Ēi can be obtained by computing the inverse of Q̄i.

Estimating ellipsoids from bounding boxes

When the reconstruction of the ellipsoids Ei is performed in real scenarios, the approach
described in the previous Sec. 5.2.1 has poor performance. This happens because the new
matrix ~Mi contains noise due to calibration errors and 2D detection errors, which lead to a
full rank matrix instead of a rank 10 one. In this case, the solution of the Eq. (5.42) can
be found by minimising:

w̃i = arg min
w
‖M̃iw‖2

2 s.t. ‖w‖2
2 = 1, (5.45)

where the constraint on w ensures a non-zero solution. It is possible to find the solution
of the constrained Least-Squares problem in Eq. (5.45) by computing the SVD of the full-
rank matrix M̃i, and then taking the singular vector related to the smallest singular value.
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The vectorised version of the matrix associated to the dual ellipsoid will be ṽi = w̃i,1...10

(the first ten elements of the vector w̃i).

5.2.2 Normalisation of conics and quadrics

In the LfD algorithm the final result can be dependent from the choice of the coordi-
nate system and of the scale associated to the measurements. To reduce the influence of
these similarity transformations, a normalisation step (also known as pre-conditioning)
can be applied. A reason of this influence is that geometric errors on the dimensions of
the bounding boxes and on the camera matrices, which are included in the matrix M̃i, can
propagate to the solution vector. A description of this complex influence has been also
given in the perturbation theory of Kato et al. [174]. In particular, some similarity trans-
formations can result in a matrix M̃i in which entries have large diversity in the magnitude.
In this case the matrix might be ill-conditioned, and small errors may lead to grossly in-
accurate solutions. In order to understand the source of the diversity among the entries, it
can be useful to consider Eq. (5.29), where it is displayed how a rotation and a translation
can affect each entry of the matrix associated to a dual ellipse. A matrix associated to
rigid transformation and to a centred ellipse can be defined as:

Hfi =

cos(φ) −sin(φ) tu

sin(φ) cos(φ) tv

0 0 1

 , Ccfi=

ξ1 0 0

0 ξ2 0

0 0 −1

 . (5.46)

According to Eq. (5.29), if a rigid transformation t = [tumtv]
T is applied to a centred

ellipse Dcfi, the vectorised version c′fi of the translated dual conic C′fi can be expressed as:

c′fi =



ξ2
1 cos(φ) + ξ2

2 sin(φ)− t2u

(ξ2
1 − ξ2

2) cos(φ) sin(φ)− tutv

−tu

ξ2
1 cos(φ) + ξ2

2 sin(φ)− t2v

−tv

−1


. (5.47)
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As it can be seen from Eq. 5.47, the first, second and fourth element of c′fi have a quadratic
dependence from ellipse translation and axis size, while the third and the fifth have a lin-
ear dependence and the last element has a unitary magnitude. These dependencies can
give a matrix M̃fi that might be ill-conditioned, due to the large difference between the en-
tries. Another major consideration is that the quadratic entries become mostly dominated
by the translation [tu, tv]

T if its magnitude is much higher than the semi-axes x1 and x2.

if the ellipse D′fi has a [tu, tv]
T much bigger than the semi-axis, the quadratic entries

are mostly dominated by the translation term. This implies that even small errors on
the translation terms of the ellipse can have a downside to the ellipsoid estimation. This
undesirable effect is likely since object detectors do not produce accurate bounding boxes
(BBs). The proposed solution is a pre-conditioning strategy, which consists in applying
the inverse of the homogeneous transformation Hfi to both the members of Eq. (5.37):

βfiC̆fi = H−1
fi Pf Q

′
i P

T

f H
−T
fi . (5.48)

The new measurement matrix M̃i is composed by the vectorisation of the translated dual
conics C̆fi, while the new camera matrices are H−1

fiPf . This makes the new conics centred
to the origin and normalised in size.

The same problem concerns also the dual quadric representation: If the quadric is
located far from the origin of the 3D reference frame, the terms related to the semi-axis
magnitude of the ellipsoid are much smaller than the terms accounting for the position.
As in the case of the ellipse, this results in a reduced accuracy in the sizes estimation of
the ellipsoids. To solve this issue, a 3D translation of the origin of the reference frame
is performed. Considering that the exact position of the ellipsoid is unknown a priori, it
is assumed that the translation parameters, given by the quadric Q̃′i results of the optimi-
sation problem in Eq. (5.45), can well approximate the translation parameters. The rigid
transformation of the reference frame is performed as follows:

βfiC̆fi = H−1
fi Pf Ti T

−1
i Q′i T

−T
i TTi P

T

f H
−T
fi , (5.49)

where Ti ∈ R4×4 is the transformation matrix which contains the translation parameters
of Q′ci = T−1

i Q′i T
−T
i . The final matrix normalised with respect to the 2D and 3D is then:

M̃
c
i = H−1

fi Pf Ti, (5.50)

which will be used to solve the new minimisation problem:
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w̃c
i = arg min

w
‖M̃ciw‖2

2 s.t. ‖w‖2
2 = 1, (5.51)

where w̃c
i is the vectorised form of the dual quadric Q̃′

c

i with the transformed reference
frame. To move back to the old 3D coordinate system, after converting the vector w̃c

i in
the symmetric matrix Q′

c
i by using Eq. (5.44), the following is applied:

Q′i = Ti Q
′c
i T

T

i . (5.52)

The final quadric in the primal space Ei will be computed by using Eq. (5.21).

5.2.3 Non-linear optimisation in the perspective case

The use of the dual space instead of the primal space for the described fitting problem
has the major advantage of giving a linear problem. On the contrary, the main drawback
is that the matrix associated to the primal quadric, in presence of relevant errors in the
bounding boxes estimation, could lead to solutions that are nearly degenerate ellipsoids
or even to a different quadric (like a hyperboloid). To overcome these obstacles, and then
lead to a correct ellipsoid estimation, a non-linear cost function is used so that the dual
matrix Qi is forced to lie on the subspace of ellipsoids, where are valid the conditions
described in the Sec. 5.1.4. According to Sec. 5.2.2, the vectorisation vi of the dual
quadric Qi can be made explicit in respect of the oriented angle θ and the location of the
centre t = [t1, t2, t3]T :

v(θ, t) =



r11(θ)2Ξ 2
1 + r12(θ)2Ξ2

2 + r13(θ)2Ξ2
3 − t21

r11(θ)r21(θ)Ξ2
1 + r12(θ)r22(θ)Ξ2

2 + r13(θ)r23(θ)Ξ2
3 − t1t2

r11(θ)r31(θ)Ξ2
1 + r12(θ)r32(θ)Ξ2

2 + r13(θ)r33(θ)Ξ2
3 − t1t3

−t1

r21(θ)2Ξ2
1 + r22(θ)2Ξ2

2 + r23(θ)2Ξ2
3 − t22

r21(θ)r31(θ)Ξ2
1 + r22(θ)r32(θ)Ξ2

2 + r23(θ)r33(θ)Ξ2
3 − t2t3

−t2

r31(θ)2Ξ2
1 + r32(θ)2Ξ2

2 + r33(θ)2Ξ2
3 − t23

−t3

−1



, (5.53)

where the terms in rmn | m,n = 1, . . . , 3 are the entries of the rotation matrix R(θ).
Therefore, the vector wi of the Eq. (5.42) can be expressed in terms of the variables of
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the vector e ∈ R9+F :

e = [θ1, θ2, θ3, t1, t2, t3,Ξ1,Ξ2,Ξ3, β1, . . . βF ]T (5.54)

which includes both the roto-translation parameters and the scale parameters βf | f =

1, . . . , F . The functional form of the vector w(e) is then:

w(e) =



r11(θ)2Ξ2
1 + r12(θ)2Ξ2

2 + r13(θ)2Ξ2
3 − t21

r11(θ)r21(θ)Ξ2
1 + r12(θ)r22(θ)Ξ

2
2 + r13(θ)r23(θ)Ξ2

3 − t1t2

r11(θ)r31(θ)Ξ2
1 + r12(θ)r32(θ)Ξ2

2 + r13(θ)r33(θ)Ξ2
3 − t1t3

−t1

r21(θ)2Ξ2
1 + r22(θ)2Ξ2

2 + r23(θ)2Ξ2
3 − t22

r21(θ)r31(θ)Ξ2
1 + r22(θ)r32(θ)Ξ2

2 + r23(θ)r33(θ)Ξ2
3 − t2t3

−t2

r31(θ)2Ξ2
1 + r32(θ)2Ξ2

2 + r33(θ)2Ξ2
3 − t32

−t3

−1

β1

...

βF



(5.55)

The new problem in the variables e can be reformulated as:

ẽi = arg min
e
‖M̃ciw(e)‖2

2, (5.56)

where the solution is forced to be an ellipsoid without imposing explicit constraints.

Imposition of shape constraints

The parametrisation of the vector w leaves room for using some prior knowledge on
the sizes of the object in the final optimisation problem. If some information on the
aspect ratio or scale of the detected object is available, the solution can be guided towards
an improved estimation of the object occupancy by adding inequality constraints on the
variables Ξ1, Ξ2, Ξ3:
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ẽi = arg min
e
‖M̃cw(e)‖2

2 s.t.


L

(l)
1 ≤ Ξ1 ≤ L

(u)
1

L
(l)
2 ≤ Ξ2 ≤ L

(u)
2

L
(l)
3 ≤ Ξ3 ≤ L

(u)
3

(5.57)

where [L
(l)
1 , L

(l)
2 , L

(l)
3 ] and [L

(u)
1 , L

(u)
2 , L

(u)
3 ] are respectively the lower and upper bounds on

the three semi-axes Ξ1, Ξ2 and Ξ3 of the ellipsoid. As a final step the estimated ellipsoid
is recovered from ẽi through Eqs. (5.55, 5.44).

Initialisation

To cope with the problem of cost function being non-convex, a good initialisation is nec-
essary for a reliable solution. Firstly the SVD solution from Eq. (5.51) is computed, with
the aim of finding the vector w̃c

i , which contains both the elements of Q̃ci and the scale
parameters β̃i. From w̃c

i , by selecting the first 10 elements, the vectorisation ṽci of the
dual quadric is estimated. The translation vector can be obtained as t

(0)
i = −Q̃i,3, while

the sizes of the semi-axes Ξ0
i are determined from Q̃

c
i by computing the absolute values

of the eigenvalues of the matrix Q̃
c
i,33 + Q̃i,3Q̃

T

i,3, as explained in Sec. 5.1.4. The Euler
angles θ(0)

i are extracted from the matrix of the eigenvectors. The initialisation vector e
(0)
i

is given by:
e

(0)
i = [θ

(0)
i , t

(0)
i ,Ξ

(0)
i , β̃i]. (5.58)

5.2.4 Minimal configurations in perspective case

The minimal configurations under which the solution to the problem is unique is 3 views,
as defined in [163, 162] and described in Sec. 5.2.1. Despite this, by imposing some
constraints given by priors it is possible to obtain a solution also in case of two views. As
already explained in 5.2.1, the null space of matrix Mi is fulfilled by a unique vector wi if
it is composed by exact projections and camera matrices associated to at least three points
of view. In this specific case the matrix Mi ∈ R18×13 has rank 12, then just one singular
value is equal to zero.

If only two views are available, the rank of the matrix Mi ∈ R12×12 decreases to
10, which means that two singular values are equal to zero and, according to [163], the
solution to (5.42) is given by a family of quadrics:

Q̂i(ζ) = ζ Q̂1,i + (1− ζ) Q̂2,i, (5.59)

where and ζ is a scalar parameter and Q̂j,i ∈ R4×4 for j = 1, 2 are the dual quadrics ob-
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tained from the two right singular vectors of Mi associated to the singular values equal to
zero. An approach to obtain a solution in this under-constrained case consists in perform-
ing the reconstruction through the non-linear method in Eq. (5.57), in order to exclude
not-ellipsoid quadrics. A difficult task in this specific case is the initialisation (5.57), due
to the additional parameter ζ which adds a further degree of freedom to the problem. To
solve for this, Q̂i(ζ) is evaluated over a number of values of ζ by discretising the interval
[0, 1] into K = 10 equally spaced values3. For each Q̂i(ξ) a corresponding initialisation
vector e

(0)
i (ξ) is computed, according to Sec. 5.2.3, and then the non-linear optimisation

problem can be solved considering the inequality constraints. The selection of the final
reconstruction is then performed among the K different ellipsoids, by choosing the one
which maximises the intersection over unionO2D,i(ζ). This parameter is the ratio between
the areas of the ellipses Âfi given as measurements (i.e. estimated from the bounding box
fitting) and the areas of the ellipses Ãfi(ζ) computed by projecting the estimated ellipsoid
Ẽi(ζ). The overlap between the 2D ellipsoids is defined as follows:

O2D,i(ξ) =
2∑

f=1

Âfi ∩ Ãfi(ξ)
Âfi ∪ Ãfi(ξ)

. (5.60)

The selected ellipsoid Q̃i(ξ̄i) follow the condition:

ξ̄i = arg max(O2D,i(ξ)). (5.61)

5.2.5 Uncalibrated estimation of ellipsoids from ellipses in the ortho-
graphic case

This Section describes the quadric reconstruction method in the orthographic case [175].
In the orthographic/affine model is expected that the optical rays are approximated as
parallel. In this specific case the camera matrix Pf can be written as:

Pf =

 1 0 0 0

0 1 0 0

0 0 0 1


 Rf tf

0T 1

 =

 rT1,f t1,f

rT2,f t2,f

0T 1

 =

p11 p12 p13 p14

p21 p22 p23 p24

0 0 0 1

 (5.62)

where Rf ∈ R3×3 is the camera pose rotation matrix and tf represents the camera transla-
tion, as in Sec. 5.2.1. In the orthographic model there are five DoF (Degrees of Freedom),
instead of six DoF of the perspective model: Three parameters describing the rotation,

3Since the quadric is defined up to a global scale factor, it is not necessary to consider values of ζ outside
of the range [0, 1]
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included in the vectors r1,f and r2,f , and two representing the camera offset.

A global matrix system for quadrics estimation

As seen in Sec. 5.2.1, starting from the Eq. (5.37), which defines the linear relation
between the dual quadrics and the projected dual conics, the ellipsoid fitting problem can
be re-arranged into the linear system cfi = Gfvi, where the matrix Gf has the following
structure:

Gf =
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(5.63)

The matrix Gf has many entries zeroed because the first three columns of Pf have the last
row zeroed. The set of Eqs. (5.40), representing the linearisation of Eq. (5.37), can be
written in a global matrix system as:

W =


c11 · · · c1N

... . . . ...
cF1 · · · cFN

 =


G1

...
GF

[v1 · · · vN

]
, (5.64)

where
GT =

[
GT1 · · · GTF

]T
V =

[
v1 · · · vN

]
. (5.65)

It can be seen from Eq. (5.63) that matrix Gf , function of the entries pmn of Pf , is strongly
structured. The measurement matrix W (Eq. 5.64), which collects the vectorisation of the
dual conics cfi, has rank(C) ≤ 10 since it is product of two rank constrained matrices:
G ∈ R6F×10 and V ∈ R10×N . In light of this, an initial solution can be determined
by performing SVD on the measurement matrix W, and truncating to the first 10 singular
values according to the rank constraint, thus obtaining:

W = G̃ Ṽ. (5.66)

This factorisation is not unique, since it can be defined a transformation S ∈ R10×10 such
that:

W = G V = G̃ S S−1 Ṽ. (5.67)
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The target of the following Section is to define a criterion to lead the factorisation towards
the correct matrix structure of G or V.

Solving the global matrix system with a top-down approach

The approach here described allows to perform the reconstruction with a minimum num-
ber of three objects instead of ten, as required by the rank 10 factorisation. An important
step toward a successful reconstruction consists in reducing the complexity of the prob-
lem, by setting to zero some entries of the matrix Gf which depend on the offset param-
eters of the orthographic camera matrix Pf . By defining the transformation matrices Hcfi
and Z

q
i in the 3D coordinate frame:

Hcfi =

[
I2×2 tcfi
0T

2 1

]
, Z

q
i =

[
I3×3 tqi
0T

3 1

]
. (5.68)

where tcfi ∈ R2×1 is the centre of ellipse i in frame f and tqi ∈ R3×1 is the centre of
ellipsoid i, it is easy to demonstrate that:

(H̄cf )
−1 Cfi (H̄cf )

−T = P̄f (Z̄q)−1 Qi (Z̄q)−T P̄Tf , (5.69)

where

H̄
c
f =

1

N

N∑
i=1

Hcfi, Z̄
q =

1

N

N∑
i=1

Z
q
i , (5.70)

P̄f =

[
Rf 02

0T
3 1

]
=

p11 p12 p13 0

p21 p22 p23 0

0 0 0 1

 . (5.71)

Centring every 2D coordinate frame on the average of ellipses centres is equivalent to
centring the 3D coordinate frame on the average of ellipsoids centres. Consequently the
Eq. (5.37) can be recast as:

C̄fi = P̄f Q̄iP̄
T

f , (5.72)

given that
C̄fi = (H̄cf )

−1Cfi(H̄
c
f )
−T , Q̄i = (Z̄q)−1Qi(Z̄

q)−T . (5.73)

The advantage of this centring step is that all the entries of Gf containing p14 and p24 are
zeroed, since p14 = p24 = 0 in Eq. (5.71). By permuting the rows and columns of Gf in the
order given by the index sets {1, 2, 4, 3, 5, 6} for the rows and {1, 2, 3, 5, 6, 8, 4, 7, 9, 10}
for the columns, it is then possible to obtain a new Ḡf with a block diagonal structure, as
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displayed in Eq. (5.74). In particular, Ḡf contains three main blocks:

1. the upper left sub-matrix 3× 6, which contains entries quadratic in the pmn terms;

2. the middle block sub-matrix 2× 3, which has entries linear in the pmn terms;

3. the homogeneous term 1.

Given this structure, the bilinear factorisation problem based on the rank 10 constraint can
be decoupled into two sub-problems with rank 6 and 3 constraints respectively.

Ḡf =
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Camera matrix estimation

The parameters of the camera matrix Pf can be estimated by exploiting the middle block
sub-matrix, named here Glf :

Glf =

[
p11 p12 p13

p21 p22 p23

]
, (5.75)

where the index l recalls the linearity of Glf with respect to the terms pij . By selecting the
entries of the vectors c̄fi and v̄i associated to the elements of Glf :

vli = v̄i{4,7,9}, clfi = c̄fi{3,5} (5.76)

a new bilinear relation, similar to the one defined in Eq. (5.66), can be expressed:

Cl = Gl Vl, (5.77)

where Gl ∈ R2F×3 and Vl ∈ R3×N as follows:

Gl
T

=
[
Gl1

T · · · GlF
T
]T
, Vl =

[
vl1 · · · vlN

]
, (5.78)



74

Wl =


cl11 · · · cl1N
... . . . ...

clF1 · · · clFN

 . (5.79)

The matrices G̃l and Ṽl can be determined by considering that the matrix Wl has rank(Wl) ≤
3, since it is a product of two rank constrained matrices. The factorisation can be per-
formed by applying an SVD on Wl, and then truncating the decomposition to the third
singular value.

As already stated in 5.2.5, there is not a unique factorisation for the matrix Wl. In
light of this, a 3 × 3 mixing matrix Sl can be used to find the proper decomposition, by
exploiting the orthogonality and norm constraints of an orthographic camera matrix. The
final Gl and Vl can be determined as:

Gl = G̃
l
Sl

Vl = Ṽ
l
(Sl)−1.

(5.80)

In this way the camera parameters and the elements 4, 7 and 9 of the vectorized quadrics
can be determined, given the measured elements 3 and 5 of the vectorized conics, by
selecting the proper elements of the recovered matrices Gl and Vl.

Ellipsoid shape estimation

Considering the block-diagonal structure of Ḡf , the upper left block corresponds to the
terms {1, 2, 4} of cfi and {1, 2, 3, 5, 6, 8} of vi, which describe orientation and size of the
ellipses and ellipsoids, as it can be seen in Eq. (5.47) and Eq. (5.53). However a direct
estimation is not possible because because these entries contain also terms related to the
translation of ellipses and ellipsoids. To remove these terms it is necessary to translate
to the centre every ellipse, which in the affine case corresponds to centre every single
ellipsoid to the 3D coordinates origin, as already described in Eq. (5.72). The translated
dual conic C̆fi will then correspond to the translated dual quadric Q̆i as follows:

C̆fi = P̄f Q̆iP̄
T

f . (5.81)

Consequently the vectorized versions of centred conics and quadrics do not contain trans-
lation terms, while the shape terms cmn and qmn remain unchanged. We select the rows
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and columns accounting for shape in Ḡf , v̆i and c̆fi as follows:

Gsf = Ḡf{1,2,3}×{1,2,3,4,5,6} =
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(5.82)

vsi = v̆i{1,2,3,5,6,8}, csfi = c̆fi{1,2,4}. (5.83)

The matrices Cs ∈ R3F×N , Gs ∈ R3F×6 and Vs ∈ R6×N can be constructed as:

Gs T =
[
Gs1

T · · · GsF
T

]T
, Vs =

[
vs1 · · · vsN

]
, (5.84)

Cs =


cs11 · · · cs1N
... . . . ...

csF1 · · · csFN

 . (5.85)

These three matrices are linked together by the bilinear relation:

Cs = Gs Vs. (5.86)

To recover the matrix Gs, a simple variable assignment can be exploited, considering that
the entries of the camera matrices P̄if can be determined from 5.80. The orientation and
shape parameters can de determined by multiplying, for each ellipsoid i, the pseudo-
inverse of Gs by each column of Cs:

Vs = Gs+Cs, (5.87)

where Gs+ is the pseudo inverse of Gs. Finally all the parameters contained in matrix Vs

can be recombined to the parameters included in Vl to obtain the complete matrix V, where
the vectorised dual ellipsoids vi are stacked together.

Solution with both points and objects

In this factorisation framework it is also possible to include both point matches and ob-
jects. This might be convenient when there is not enough objects or to make the estimation
more accurate by including additional information from reliable 2D tracks. In some sce-
narios the requirement of having at least four object visible in every frame could not be
feasible, or ellipses from detections could be very noisy. For these reasons, it would be
desirable to incorporate additional information beyond bounding boxes, exploiting points
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of interest matched across images as in the standard structure from motion approach. The
inclusion of P points in this framework can be performed by considering a point as a
degenerate quadric in 3D or a degenerate conic section in 2D. The quadrics (or conics)
associated to the points have a centre in the point coordinate, and are evaluated by comput-
ing the limit for the size going to zero. The P additional quadrics and conics in function
of a size parameter h are defined as:

Cf,N+p(h) = Tcf,N+p H
c C̆f,N+p (Hc)T (Tcf,N+p)

T (5.88)

QN+p(h) = T
q
N+p H

q Q̆N+p(H
q)T(TqN+p)

T (5.89)

for p = 1, . . . P , with:

Hc =

h 0 0

0 h 0

0 0 1

 , Hq =


h 0 0 0

0 h 0 0

0 0 h 0

0 0 0 1

 . (5.90)

The translation matrices Tcf,N+p and T
q
N+p are associated to the point location information,

and the degenerate conics and quadrics can be written as:

Cf,N+p = lim
h→0

Cf,N+p(h) QN+p = lim
h→0

QN+p(h) (5.91)

The shape terms cmn and qmn of the resulting vectorised quadrics and conics are mul-
tiplied by h and consequently vanish. This means that the corresponding vectors are
defined by the translation terms. The same approach described in Sec. 5.2.5 can be fol-
lowed, simply by adding to the number of objects N the number of points P . Obviously
these degenerate conics can contribute in the global matrix system only for the estimation
of linear part related to the camera parameters Gl, while for the degenerate ellipsoids asso-
ciated to the points the step corresponding to the shape estimation can be totally ignored.

5.3 Synthetic experiments

In this Section an extensive synthetic evaluation is presented, with the aim of showing the
correctness of the method and testing the robustness of the approach to inaccuracies in
the 2D measurements. The accuracy is measured by using the volume intersection over
union O3D between the Ground Truth of the ellipsoid and the estimated one. This metric
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is chosen since it measures in a direct way the success of the algorithm in recovering the
3D position and occupancy of an object. The overlap is defined as:

O3D =
1

N

N∑
i=1

Vi ∩ Ṽi
Vi ∪ Ṽi

, (5.92)

where Vi and Ṽi denote the volume of GT and reconstructed ellipsoids respectively. When
the i-th estimated quadric is not an ellipsoid, O3D is set to zero. In this scenario 50 ellip-
soids are randomly placed and oriented inside a cube of side 20 unit, with a maximum
semi-axes magnitude L varying from 3 to 12 units (according to a uniform PDF). The
lengths of the other two axes are equal to γL with γ ∈ [0.3, 1]. Each sequence consists in
a video composed of 20 frames, where the camera is 200 units far from the cube centre
(the region were the synthetic ellipsoids lie). The trajectory of the viewpoint is computed
so that the azimuth and elevation angles span the range [0◦, 60◦] and [0◦, 70◦] respectively.
For each frame the exact projection matrix Pf is given, so that exact GT ellipses can be
computed as projection of the ellipsoids.

Different levels of noise are added to the GT ellipses parameters in order to emulate
the inaccuracies that commonly affect object detectors:

• translation error (TE), by adding a noise on the centre coordinates t1 and t2;

• rotation error (RE), by adding a noise on the orientation φ;

• size error (SE), by adding a noise on the semi-axes length ξ1 and ξ2.

In details, the parameters of the ellipses are perturbed as follows:

t̂j = tj + ξ̄νtj

φ̂ = φ+ νφ

ξ̂j = ξj
(
1 + νξ

)
,

(5.93)

where νtj , ν
α and νξ are random variables with uniform PDF and mean value equal to

zero, while ξ̄ = (ξ1 + ξ2)/2.

In the analysis each different kind of error is applied separately in order to see how
it impacts the final reconstruction. The magnitude of each error is set by tuning the limit
values of the uniform PDFs of νtj , ν

α and νξ. For each kind of error 10 different values
with uniform spacing are considered.
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(a) (b) (c)

Figure 5.6: Results for the synthetic tests versus different types of errors. Average ac-
curacy given by LfD or LfD+NL for RE – rotation error (a), SE – size error (b), TE –
translation error (c), measured by O3D metric.

5.3.1 Localisation from Detections with perspective camera model

In this Section the ellipsoid estimation algorithm, in case of perspective camera model,
is tested. The closed form solution evaluated via SVD is denoted as PLfD ( Sec. 5.2.2,
Eq. (5.51)) and the solution obtained from the non-linear optimisation (Sec. 5.2.3, Eqs.
(5.56) and (5.57)) as PLfD+NL. Unless specified otherwise, we use this method with-
out inequality constraints. The average accuracy O3D versus the error magnitude for both
PLfD and PLfD+NL is displayed in Fig. 5.6 (for RE (Fig. 5.6(a)), SE (Fig. 5.6(b)) and
TE (Fig. 5.6(c)). Reconstruction is perfect for zero errors, with O3D = 1, and smoothly
worsening as the error increases, reaching a minimum reaching a minimum around 0.5.
The two methods have different performances: For PLfD these minimums are 0.49 (RE),
0.41 (SE) and 0.37(TE), while for PFDL + NL we have 0:57 (RE), 0:59 (SE) and 0:38
(TE). This means that PLfD+NL is statistically more robust than PLfD as expected, es-
pecially for the noise related to the rotation and the size. In particular, the value of O3D
of the PLfD+NL is 0.2 higher than PLfD over a range of SE errors (from 0.17 to 0.50),
and is also significant for RE, where the performance boost is between 0.10 and 0.15 over
the range of RE [10◦, 45◦]. These improvements are very important because such kind of
errors are likely to happen very frequently whenever ellipses are fitted to bounding boxes.
In case of TE the gain over O3D is more limited due to the pre-conditioning step, which
reduces the effect of the non-linear optimisation.

5.3.2 Localisation from Detections with orthographic camera model

The same scenario is tested also in the orthographic case. Unlike the previous case, the
test is performed by considering a variable number of ellipsoids and points (the points
are included in the reconstruction, as described in Sec. 5.2.5 ). As in the previous case,
given the orthographic camera matrix Pf of each camera frame, GT ellipses and GT 2D
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Figure 5.7: Results for the synthetic tests without additional points. Average accuracy
given by OLfD for RE – rotation error (a), SE – size error (b) measured by O3D metric.
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Figure 5.8: Results for the synthetic tests with 4, 7 and 10 objects without additional
points. Average accuracy given by OLfD for TE – translation error measured by O3D

metric.

points are calculated from the exact projections of the ellipsoids and 3D points. These
ellipses are perturbed by the three errors TE, RE and SE. In Fig. 5.7, O3D is displayed
versus RE and SE. Overall, results appear to be less sensitive to SE and RE. Even if
the detector is accurate, the bounding box quantises the object alignment at steps of 90◦,
yielding a maximum RE of 45

◦ . This tends to overestimate the object area, thus affecting
SE, whenever the object is not aligned to the bounding box axes.

It is important to notice that performance does not vary with the number of ellipsoids
in the scene. This depends on the fact that RE and SE do not affect the estimation of
camera parameters as it can be seen from Eq. (5.80). As shown in Fig. 5.8, the perfor-
mances vary with respect to the number of objects if the TE is applied, and the value of
O3D increases when passing from 4 to 7 objects, with a further slight increase with 10

objects. The inclusion of points in the framework improves in general the results, and
obtain a result even if the minimal requirement of 3 objects is not satisfied. In Fig. 5.9 are
shown the results of O3D versus TE for 2, 3 and 4 objects with 2 and 5 additional points.
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Figure 5.9: Results for the synthetic tests versus RE for 2, 3 and 4 objects with 2 or 5
additional points. Average accuracy given by OLfD for TE – translation error measured
by O3D metric.

In general, what matters for the performance versus TE is the sum of numbers of objects
and points. In particular, the performance grows strongly starting from 4 points/objects
and tends to saturate above about 10 points/objects. Differently, the performances versus
RE and SE are not reported, since they are independent from the number of points.

5.4 Real experiments

The two described frameworks (with perspective and with orthographic camera model)
are quantitatively evaluated in three freely available datasets (ACCV, TUW and KITTI,
which are described in Sec. 2.1.2 ) and qualitatively with one further dataset (KINECT)
and two video sequences, recorded appropriately with a device that is able to perform the
odometry task. The lighting conditions, number of frames, baseline between consecutive
frames, and camera paths are different for each dataset. This allows to test the robustness
of the method under several conditions. Considering that the camera intrinsic and extrin-
sic parameters are essential in the perspective framework for the object occupancy and
location estimation, the datasets are evaluated also in combination with a self-calibration
procedure. A real world experiment based on Google Tango platform is also presented,
where the camera matrices are estimated by the device.

In some sequences (ACCV, TUW and KITTI), to better compare the proposed method,
two further approaches are introduced, which are able to find a volume where the object
should lie in 3D given a set of corresponding 2D intervals in multi-view images (i.e. the
2D bounding boxes), without considering any prior and heuristics.

One method to evaluate this volumetric interval is the constraint-propagation method
(CP) developed by Farenzena et al. [2] which is able to find, for each object, the 3D
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bounding box which encloses the polyhedron determined by the intersections of all the
pyramids with the vertex on each camera centre and passing through the detections.

Another method adapted to solve a similar problem based on stereo triangulations is
IA (Interval Analysis), developed by Fusiello et al. [3]. The main drawback of [3] is its
tendency to overestimate the intersection volume, which happens because the triangula-
tion is very sensitive to the errors on the 2D projections of the points. This means that the
error of the detector in partially enclosing the object is reflected in having cuboids with
vertices far from the real position of the objects in 3D.

The use of two additional approaches to estimate the occupancy of an object allows
to make a comparison between estimation of the position and occupancy of the presented
methods with respect to the cuboid based model. For the KITTI dataset the comparison
is performed also with other 3D object localisation approaches [176] [177] 4.

Similarly to the synthetic case, the closed form solution is named PLfD, while PLfD+NL
if the non-linear optimisation is applied. Where not specified, PLfD+NL will indicate the
non-linear solution without prior constraints in (5.56). Eventually, the subscript c (PLfDc,
PLfDc + NL) is used to indicate the case when the camera parameters are computed using
self-calibration given by a hierarchical Structure from Motion pipeline [5].

5.4.1 ACCV dataset evaluation with PLfD

The ACCV dataset [178] is a subset of the public ACCV database, which contains over
18 000 real images with 15 different objects and ground truth poses. Each object sequence
contains the collection of frame color images and, for some of them, the 3D point cloud
of the model and the transformation matrix, which allows to register the object to the 3D
reference coordinate frame.

The 8 sequences selected for the experiments are the ones which have also the point
cloud available related to the object laying at the centre of a table. For every sequence
more than 1000 frames taken from different points of view are available. We used a subset
of 100 images for our experiment. The evaluated GT ellipsoid is the one which fits exactly
the given 3D point cloud. For each frame a 2D bounding box is generated by simulating
the output of a general-purpose object detector. It is not possible to use any detector
because there is no trained model for the objects associated with the sequences.

The performance in this dataset is evaluated with the volume intersection over union
(O3D) used in the synthetic experiments. An example of the performance for the PLfD
method for the “Duck” sequence is shown in Fig. 5.10. The evaluation of the localisation

4For the ACCV and TUW datasets it was not possible to evaluate such algorithms because of the lack
of enough training examples and the tested objects not being part of PASCAL VOC classes.
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(a) (b) (c)

Figure 5.10: Results for the sequence “duck” of the ACCV dataset. The first row shows a
close up of three views with the output of a generic object detector (yellow bounding box)
and the projections of GT and estimated ellipsoid (blue and green ellipses respectively). In
figure (a) the GT point cloud of the object (red), the GT ellipsoid (blue) and the estimated
ellipsoid (green). In figure (b) the polyhedron estimated by the CP method [2] and in
figure (c) the 3D bounding boxes estimated by the IA method [3].

and accuracy in terms of O3D is displayed in Table 5.1. As it can be deduced from the
results, the O3D term is lower if the object has a non-convex shape, like the driller, where
the ellipsoid is not a good approximation of the object occupancy. On the contrary, an
object which is well approximated by a sphere, like a duck, has a higher accuracy with
the PLfD. In this dataset the O3D accuracy remains quite high, due to the good quality
of the detections (which are simulated) and the high number of point of views. This
means also that the non-linear optimisation does not increase much the performance with
respect to the closed form solution. By applying a self-calibration method performed by
the Structure from Motion approach [5], PLfDc has a decrease in O3D of 12% averagely.

The comparing approaches CP and IA are positively affected by the number of views,
especially if the angle span by the camera is large. In fact, the CP performs well, as
shown also in the Fig. 5.10. The criteria is that more the viewpoints span a large solid
angle around the object, better is the space carving. Despite the good results, the average
performance in terms of O3D of both PLfD and PLfDc is still higher. The IA does not
have better performances than the other methods due to the tendency of overestimate the
occupancy volume.
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Table 5.1: O3D for sequences from ACCV dataset for PLfD, PLfDc and baseline.

Iron Duck Ape Can Driller Vise Glue Cat Avg

PLfD 0.83 0.82 0.88 0.84 0.66 0.82 0.67 0.84 0.80

PLfDc 0.67 0.72 0.85 0.70 0.49 0.68 0.61 0.70 0.68

CP 0.61 0.62 0.59 0.61 0.69 0.68 0.61 0.59 0.62

IA 0.29 0.12 0.27 0.31 0.31 0.49 0.36 0.12 0.28

5.4.2 TUW dataset evaluation with PLfD

The TUW [179] is an object instance recognition dataset composed by 15 indoor static
scenes and 3 dynamic ones, where 162 objects (1911 object instances) are randomly
placed on a table. The TUW has also a database of 17 models, which are point clouds
associated to each object. For each object is also provided the pose of the models with re-
spect to the 3D reference frame, which makes this dataset eligible for these experiments.
The GT ellipsoids are estimated similarly to the ACCV dataset, as well as the 2D bound-
ing boxes, which are simulated also in this case because there are neither enough frames
to train a model nor an available trained model.

From the 15 static scenes, only 5 sequences are used for the experiments. The idea is
to discard sequences with objects with strong occlusions ( which can not be handled by
state-of-art object detectors) and sequences where objects are visible in less than 3 frames.
The number of frames per sequence ranges from 6 to 20. Unlike the ACCV dataset, in this
scenes the objects are not centred in the 3D reference frame. This means that the initial
pre-conditioning helps both PLfD and the PLfD+NL to reach better results in terms of
localisation. All the selected sequences are tested with the methods PLfD, PLfD+NL,
PLfDc, PLfDc+NL, IA [3] and the CP method [2]. The accuracy for each sequence is
reported in Table 5.2, according to O3D.

In all the cases the results of the CP method are still below the performance of the
PLfD, PLfD+NL, PLfDc and PLfDc+NL due to the fewer number of camera poses, which
clearly do not help to reduce the generated intersection volume thus overestimating the
occupancy of the object, as it can be seen in the (b) image of Fig. 5.11. For the IA
method, the over-estimation on the volume clearly gives under-performing results on the
O3D evaluation and makes it unsuitable to find a solution to the problem.

Fig. 5.11(a) shows an example of the localisation performance with the PLfD + NL
method for a selected sequence. The accuracy in the estimation of the object poses is
remarkable and this trend is confirmed for all the other objects in the ACCV dataset in
term of size, eccentricity and alignment of GT ellipsoids.
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(a) (b) (c)

Figure 5.11: Results for the “sequence 7” of the TUW dataset. The first row shows a
close up of three views with the output of a generic object detector (yellow bounding box)
and the projections of GT and estimated ellipsoid (blue and green ellipses respectively).
In figure (a) the GT point cloud of the objects (red), the GT ellipsoids (blue) and the
estimated ellipsoids (green). In figure (b) are displayed the polyhedrons estimated by the
CP method [2] and in figure (c) the 3D bounding boxes estimated by the IA method [3].

It can be noticed that the non-linear optimisation yields in general an improvement in
the accuracy, in terms of O3D, with respect to the closed form method on a great part of
the tested sequences. In the case where the cameras are self-calibrated, there is a general
decrease of performance of about 20%. This is possibly due to the presence of more
homogeneous textures in this dataset (office enviroment). It should be noticed that there
is not an appreciable difference between PLfDc and PLfDc+NL.

5.4.3 KITTI dataset evaluation with PLfD

As already introduced in Sec. 2.1.2, the KITTI dataset [49] is a well-known public bench-
mark composed by a set of sequences taken from a camera mounted on a moving car in
an urban environment. In the dataset 3D GT bounding box annotations for cars and their
relative positions with respect to the point of view are available, from which it is also
possible to generate 2D GT annotations.

Considering that the presented algorithm is only able to deal with the motions for
which the parameters are available, only static scenes with parked cars are selected. In this
case, the only reliable relative motion is the one associated with the moving point of view,
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Table 5.2: O3D for the sequences from TUW dataset.

Seq.1 Seq.7 Seq.8 Seq.10 Seq11 Avg

PLfD 0.43 0.70 0.74 0.77 0.50 0.63

PLfDc 0.34 0.40 0.34 0.62 0.28 0.40

PLfD+NL 0.49 0.69 0.75 0.79 0.50 0.64

PLfDc + NL 0.35 0.40 0.34 0.62 0.28 0.40

CP 0.10 0.16 0.18 0.22 0.14 0.16

IA 0.00 0.01 0.01 0.02 0.01 0.01

which can be easily computed by using a state-of-art Structure from Motion algorithm [5].
Relative motions with respect to cars can not be easily evaluated because the segmentation
of the feature points on un-textured and smooth objects is hard to compute, as it can be
seen in Sec. 4.4, and the estimation of the relative motion of the points associated to each
moving car is not enough reliable for the occupancy estimation.

In details, 5 sub-sequences displaying parked cars are selected. The selected se-
quences (Seq.) and the corresponding frames (Fr.) defining the sub-sequences are the
following: Seq. 9 (Fr. 93 - 104); Seq. 22 (Fr. 49 - 85); Seq. 35 (Fr. 0 - 19); Seq. 36 (Fr.
43 - 63).; Seq. 39 (Fr. 129 - 159).

The 2D detections are generated using the DPM object detector [180] provided with
the dataset. This Latent SVM model has been pre-trained by Geiger et al. [181] on the
KITTI dataset, and it is able to estimate the point of view of the detected cars.

In the KITTI dataset the projection matrices Pf , which contains both the intrinsic
and extrinsic camera parameters, are estimated by using a commercial implementation of
a hierarchical Structure from Motion pipeline named SAMANTHA [5], which takes as
input the feature extracted from the rigid part of the scene.

Considering the PLfDc+NL approach, since the car is an object category for which
priors on size and aspect ratio are well defined, a boundary constraint on the ellipsoid
axes is imposed, solving the constrained problem (5.57) (see Sec. 5.2.3). In particular all
the semi-axes are fixed to a minimum value of 0.7 m and a maximum value of 3 m. The
idea of using an interval of values comes from the needing of giving to the problem more
freedom, in order to decrease the probability of getting stuck in a local minima.

In this dataset the occupancy estimation is very challenging since the motion is almost
planar and involves a strong perspective effect. In particular, the range of angles spanned
by the point of view is quite narrow and limited to the azimuth plane and the cars of
which estimate the occupancy are usually placed at the street borders, while the car moves



86

Sequence 9

Sequence 22

Sequence 35

Sequence 36

Sequence 39

Figure 5.12: Results for the five sequences of KITTI dataset. The left and centre images
show a close up of the views with the output of a generic object detector (yellow bounding
box) and projections of GT and estimated ellipsoids (blue and green ellipses respectively).
The right images display the GT ellipsoids (blue) and estimated ellipsoids (green) in 3D.

straight. Another challenging aspect of this dataset is that cars appear in a limited number
of frames, because the point of view is moving fast along the street. This means that
few measurement are bounding boxes are available for each object, which makes the
estimation very affected by the detection errors. For both CP and IA methods this kind of
camera motion is very problematic, since they are not able to effectively limit the object
volume along the non-measured direction. On this dataset the CP approach was not able
to obtain an intersection given the ground truth location and occupancy, as well as the IA,
which gives an exaggerate over-estimation of the object volume.

Quantitative results are presented for the five selected sequences in Table 5.3, where
it can be noticed than PLfDc achieves a limited performance in terms of O3D if compared
with the ACCV or the TUW, due to the difficulty of the dataset. A sharp improvement in
accuracy can then be obtained by using the non-linear optimisation method PLfDc+NL,
which yields on average O3D = 0.27. This result can be qualitatively validated by looking
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at Fig. 5.12, where, for each sequence, two representative frames, the 3D ground truth
and estimated ellipsoids are displayed.

Table 5.3: O3D for the sequences from the KITTI dataset.

S.9 S.22 S.35 S.36 S.39 Avg

PLfDc 0.10 0.04 0.07 0.00 0.04 0.05

PLfDc + NL 0.30 0.32 0.15 0.23 0.36 0.27

CP 0.00 0.00 0.00 0.00 0.00 0.00

IA 0.00 0.00 0.00 0.00 0.00 0.00

By analysing in detail the sequences, in Seq. 9 the reconstructed ellipsoids fit the GT
ones in six cases, while in two cars which are located in two extreme corners of the scene
(top right and bottom left) theO3D is low: In the first case the detector does not have a high
accuracy in 2D which affects the estimation, while in the second case few measurements
are available (in the relative motion the car reaches the margin of the image, then goes out
from the scene quickly).

Comparative analysis

The two proposed methods are compared with two recent state-of-art approaches: A track-
ing algorithm proposed by Choi et al. [176] and a viewpoint and detection estimation
algorithm by Zia et al. [177]. The work of Choi et al. describes a multi-object track-
ing method which is able to jointly estimate the path of the objects detected by an object
detector and the model parameters, by using a MCMC particle filter. Their approach ex-
tracts information from the context, especially the location of the ground features in 3D.
By fitting a ground plane to these points the algorithm estimates where the objects are
supposed to lie.

The method of Zia et al. [177] can estimate jointly the shape and pose of cars using
priors associated to them and on the street scenario. The priors on the context come from
the estimation of the ground by consensus among the detected cars, which are supposed
to lie on the same plane. The priors on the cars are annotated manually from the dataset
in the form of CAD models, which have been generated from the KITTI dataset.

The two described methods use a different version of the Deformable Part Model.
Choi et al. [176] used the release 3, while Zia et al. [177] developed a modified DPM
with a bank of single components associated to different points of view. The number of
detected objects is shown in Table 5.4. The number of objects is almost the same for the
two proposed methods (including both PLfDc and PLfDc+NL) and for [176], and only
slightly higher for [177], thus granting a meaningful comparison of the results.



88

Table 5.4: Number of objects detected from each algorithm and each sequence.

S.9 S.22 S.35 S.36 S.39

PLfDc 8 7 5 5 6

[176] 10 8 8 11 8

[177] 8 7 6 5 5

Table 5.5: Percentages of estimated centroids within 1 m or 2 m w.r.t. GT centroids for
the 6 sequences of the KITTI dataset.

S.9 S.22 S.35 S.36 S.39 Avg

PLfDc <1m 29 29 0 0 0 12

PLfDc+NL <1m 86 86 20 40 67 60

[176] <1m 1 13 2 1 1 4

[177] <1m 24 50 53 11 47 37

PLfDc <2m 57 43 20 20 17 31

PLfDc + NL <2m 100 86 60 80 83 82

[176] <2m 5 24 15 4 2 10

[177] <2m 57 65 71 24 72 58

To fairly compare the different algorithms, the metric proposed in [177] is used to
measure the accuracy in the 3D localisation. This metric consists in evaluating the per-
centage of estimated ellipsoid centres within 1 m and 2 m from the GT centroids of the
objects. Results are reported in Table 5.5 for the four methods: PLfDc, PLfDc+NL, [176]
and [177].

As it can be seen in Table 5.5, the best results are achieved by PLfDc + NL, which
has an average performance of 82% of cars within 2 m and 60% within 1 m. On average,
the PLfDc has lower performances than the PLfDc + NL as expected (31% < 2 m and
12% < 1 m).

Considering the comparing methods, the algorithm of [176] shows very low perfor-
mances and is outperformed by all other methods. The method by Zia et al. [177] has
higher performances than PLfDc, but lower than PLfDc + NL.

Computation times

In this Section the computation times of the evaluated methods is compared. In particular
the time to process sequence 9 of KITTI dataset, running the MATLAB code on an Intel
i7 with a 8-cores CPU running at 2.60 GHz. From Table 5.6 can be noticed that the
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Table 5.6: Computation time (in seconds) for each algorithm in case of the Sequence 9.
The values Tc and To refer to the time spent for calibration [5] and optimisation with PLfD
method.

PLfD PLfD + NL [176] [177] CP IA

24 Tc + 0.60 To 24 Tc + 12 To 34 2400 24 Tc + 1.33 24 Tc + 1.07

presented methods are comparable with [176], IA and CP, while are much faster than
[177]. The timing Tc for the calibration took 24 s. It has been made explicit for PLfD,
PLfD+NL, IA and CP step with the hierarchical Structure from Motion pipeline [5]. The
To is the optimisation time intrinsic to PLfD and PLfD+NL. Optimisation for PLfD has a
computation time of 0.60 s, while in case of PLfD+NL it takes 12 s. About the different
running times, it should be noticed that [176] and CP are partially optimised in C++.
The PLfD and PLfD+NL are not optimised, therefore a corresponding implementation of
PLfD+NL on C++ would highlight more of their computational advantage. The algorithm
of Zia et al. [177] has a high computational cost, which means that it requires an amount
of time between 1 and 2 orders of magnitude of difference with respect to PLfD.

5.4.4 Minimal configurations test

The ellipsoid reconstruction approach is also tested in case of minimal configurations
(three and two views), in order to verify how it performs if the measurements are at the
minimum requested. The approach with two views allows an estimation only if further
constraints are available, because otherwise the problem becomes ill-posed. The test is
conducted by choosing a set of views with a wide baseline (about 30 degrees in rotation)
in order to make the tested case more challenging. In such condition standard methods
based on feature point matching or disparity maps for 3D structure estimation are hardly
applicable, due to the large variation in appearance that impairs the matching of points
across different images.

Table 5.7 shows the results in terms ofO3D. In case of 2 views, for all the objects of all
the sequences, a parameter ξ̄i is chosen in order to maximise the intersection over union
of the 2D projections, together with applying the inequality constraints on the ellipsoid
semi-axes (as explained in the Sec. 5.2.4).

As it can be seen from the results, the accuracy is lower than in the case of more views.
In case of two views the drop in O3D with respect to the non-minimal cases shown in Sec.
5.4.1 and Sec. 5.4.3 is 33%, 1% and 11% for the ACCV, TUW and KITTI dataset. In case
of three views and with non-linear optimisation, the performance is 23% lower in ACCV
and 7% lower. In case of TUW dataset there is no change in performance because it has
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Table 5.7: Average O3D in case of minimal configurations for the sequences from ACCV,
TUW and KITTI dataset.

3 views

ACCV TUW KITTI

PLfD 0.66 0.53 0.07

PLfD+NL 0.67 0.63 0.20

2 views

ACCV TUW KITTI

PLfD+NL 0.57 0.62 0.16

already a few number of frames per sequences (from 6 to 20).
In the ACCV dataset the drop in accuracy in case of three views between the PLfD

and PLfD+NL is not high because there is only one object at the coordinate centre in
each sequence. This makes the matrix Q̃

∗c
i well conditioned, which results in a good

reconstruction even without optimisation. For the other datasets the initial centring with
PLfD is not enough accurate, and the non-linear optimisation provides an increase in
accuracy, coherently with the previous tests on non-minimal cases.

In Table 5.8 the percentage of cars with an estimated distance < 1 m and < 2 m is
displayed for the KITTI dataset. The reconstruction with a centroid < 1 m is 16% in
case of 3 views using PLfDc, and 51% using PLfDc+NL. Also in this case the non-linear
optimisation improves the localisation of the objects if the initialisation is not far away
from the exact solution.

If only 2 views are available, the results are generally worse than the former case
using the PLfDc+NL solution. The use of parameter ξ (see Sec. 5.2.4) guarantees a good
initialisation, limiting the number of outlying errors and leading consequently to better
performance in terms of < 2 m on a couple of sequences (Seq. 35 and 39).

5.4.5 KINECT dataset qualitative results with OLfD

The ellipsoid fitting in the orthographic case is tested on the KINECT dataset, developed
in conjunction with the paper by Bao et al. [21]. This dataset is composed by a testing and
training set with 5 indoor office scenarios, and each of them has about 50 images taken
by a Kinect device, together with unlabelled point clouds. The objects in the dataset
are bottles, mugs, monitors, keyboards and mice. In this experiment a subset of about
8 − 25 frames for each sequence is used. The dataset is very challenging and the angle
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Table 5.8: Percentages of estimated centroids within 1 m or 2 m w.r.t. GT centroids for
the 5 sequences of the KITTI dataset in case of minimal configurations.

3 views

S.9 S.22 S.35 S.36 S.39 Avg

PLfDc <1m 13 29 20 20 0 16

PLfDc <2m 25 57 60 40 33 43

PLfDc + NL <1m 63 71 20 20 83 51

PLfDc + NL <2m 87 71 60 60 83 72

2 views

S.9 S.22 S.35 S.36 S.39 Avg

PLfDc+NL <1m 0 11 20 20 50 20

PLfDc +NL <2m 38 67 80 20 100 61

spanned by the camera views is quite narrow. Beyond this, it has the right characteristics
to be used with the orthographic/affine camera model approximation. The affine imaging
conditions ([63], pag. 169) are satisfied if the depth of the scene is small with respect to
the distance from the point of view. This happens in this case, because the depth where the
objects are willing on the desktop is relatively small with respect to the camera distance.
On the contrary, the KITTI dataset has a strong perspective effect because the point of
view navigates inside the scene, which contains close foreground as well as background
objects [63]. In this dataset bounding boxes are provided, but are quite imprecise in terms
of position and aspect ratio.

A set of point tracks are extracted besides bounding boxes, with the aim of running
the OLfD on both ELL (ellipses from bounding boxes only) and ELL+P (ellipses plus
a set of additional points) setups.

Results for the case with only ellipses (ELL) are shown for Seq. 2, 3 and 4 in Fig.
5.13. As it can be seen from the results, ellipses projected from reconstructed ellipsoids
match well the position of the original objects in the original frames. In the upper views
visualisations it can be seen that the object’s relative displacement along the z direction
is correctly estimated, as well as the aspect ratio. Some exceptions like the mugs 2, 3 in
Seq. 2 and 3, 4, 5 in Sequence 4 are due to their asymmetric shape for which an ellipsoid
represents an intrinsically coarse approximation.

The ELL + P setup is tested in Seq. 3 by extracting 25 point trajectories. The
final result in Fig. 5.14 shows that the final ellipsoids are more extended along the z
direction. The final 3D reconstruction of the point measurements is coherent with the
objects positions. To assess the capability of the method to solve a generalised SfM
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Figure 5.13: Results for the KINECT dataset for ELL setup on Sequences 2 (first col-
umn), 3 (second column) and 4 (third column.) First row: A frame from the sequence
with BBs (yellow), ellipses from BBs (red) and reprojected ellipses (green) . Second row:
Upper views of the ellipsoids.

Figure 5.14: Results for the KINECT dataset for ELL + P setup on Sequence 3. Left:
A frame from the sequence with BBs (yellow), ellipses from BBs (red), points (red),
reprojected ellipses (green) and points (blue). Right: Upper views of the ellipsoids and
3D points.

problem, some further considerations can be made about the overall reconstruction:

• points extracted from the surface of object 8 are very close to the corresponding
ellipsoid;

• feature points extracted from the PC monitor and from the books on the shelf are
well positioned with respect to the other objects;

• in Fig. 5.15 the different objects are lying onto the table and with a correct depth.

The inaccuracies that can be seen in the lateral objects are mostly due to a reduced effec-
tiveness of the orthographic model in those cases.
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Figure 5.15: 3D estimated ellipsoids of Sequence 2 aligned to the KINECT point cloud.

5.4.6 TANGO dataset results with PLfD

The PLfD approach is tested also in combination with a brand new technology platform
which is becoming popular in the field of 3D reconstruction, the Tango system developed
by Google [182]. The main idea behind this project is to compute and make available on
mobile devices some typical features that can be inferred by using algorithms of Computer
Vision, like the camera poses, mesh and video sequences of the observed scene. The
device used is a tablet equipped with some sensors that are useful for the scene inference
(a RGB-IR camera, a fisheye camera, an IR projector, accelerometers and gyroscopes).

To apply the PLfD two sequences of images in an outdoor and indoor spaces have
been recorded. For each frame the pose of the camera is available. We also generated a
mesh of the scene, to assess the goodness of PLfD in computing the pose of the objects.

To extract the detections, a CNN-based object detector is used (Faster R-CNN [183]),
which represents the state-of-the-art in terms of detection accuracy. A version of the
Tracking-by-Detection [154], modified to track also classes different from cars, is used to
perform the matching between detections. This was developed originally by Geiger et al.
for the street road scenario of the KITTI dataset. In both sequences a 3D mesh of the scene
is generated by fusing different depth scans obtained by the device. This information can
be used for visualisation purposes and to assess the goodness of the PLfD method in com-
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puting the localisation and occupancy of the objects. The sequences have been evaluated
quantitatively by aligning the 3D CAD models of each object to the correspondent point
clouds.

In Fig. 5.16 two frames of the indoor sequence images are reported, including the 2D
detections given by the detector and the projections of the reconstructed ellipsoids. The
3D image shows the reconstruction of the localisation and occupancy in combination with
the point cloud of the environment generated by the Tango device. It can be seen that the
method can effectively estimate the location and size of the elements. In particular, the
correspondence of the ellipsoids with respect to the position of the objects is consider-
able, taking into account that the Tango system has a good reliability to provide camera
poses in indoor scenarios (an information which affects heavily the final reconstruction).
Quantitatively, the average precision given by LfDc, measured by O3D, is 0.32. The CP
and IA fail to correctly localise the objects.

The system is also tested in a challenging outdoor scenario where Tango should pro-
vide supposedly worst camera localisation and pose. As in the previous case, the images
in Fig. 5.17 show two frames of the sequence with the related detections and the projec-
tions of the reconstructed ellipsoids. In this case, the final reconstruction has a reasonable
volumetric occupancy while the position has a small displacement with respect to the re-
ality. The latter is probably due to drifting effect of the device localisation system in case
of outdoor environment (the Tango is designed to be used in indoor scenarios). In this
case the O3D of the LfDc is 0.19, while the CP can correctly localise only the person in
the sequence. Finally, the IA fails completely the estimation.

Table 5.9: O3D for the sequences from the TANGO dataset.

Outdoor Indoor

LfDc 0.19 0.32

CP 0.18 0.00

IA 0.00 0.00
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Figure 5.16: Results for the indoor sequence of TANGO dataset. The top images show
two frames with the output of the faster R-CNN detector (yellow bounding box) and
projections of the estimated ellipsoids (green ellipses). The bottom image displays the
estimated ellipsoids (green) and the 3D mesh provided by Tango.
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Figure 5.17: Results for the outdoor sequence of TANGO dataset. The top images show
two frames with the output of a generic object detector (yellow bounding box) and projec-
tions the estimated ellipsoids (green ellipses). The bottom image displays the estimated
ellipsoids (green) and the 3D mesh provided by Tango.
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5.5 Discussions and conclusions

This Chapter presented a closed-form solution to recover the 3D occupancy of objects
from 2D detections in multi-view. This algebraic solution is achieved through the esti-
mation of a 3D quadric given 2D ellipsoids associated to the objects detectors bound-
ing boxes. A non-linear optimisation approach is devised to cope with possible ill-
conditioning of the problem. The approach is tested in a synthetic scenario against the
common inaccuracies affecting object detectors, such as coarse estimation of the object
centre, tightness of the bounding box in respect to the object size and variations over the
object pose.

Experiments show that, even with relevant errors, the estimation through quadric re-
construction can effectively localise the objects in 3D and define a reasonable occupancy;
results on three public datasets and two sequences generated using a Tango device witness
the practical applicability of the method. Comparison with other state-of-art methods con-
firm the goodness of the method in terms of localisation accuracy, even when challenging
conditions are present.
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CHAPTER 6

CONCLUSIONS AND FUTURE

DIRECTIONS

In this thesis three novel frameworks are presented, solving two main sub-problems re-
lated to the scene understanding challenge: Motion segmentation and object localisation.

In these methods it is shown that the inclusion of semantics in geometrical approaches
is a successful strategy. The pair-wise consensus based framework, described in Chapter
3 as SSR, demonstrates that by applying semantic priors to RANSAC, which generally
performs poorly in the motion segmentation, especially in challenging scenarios, it is
possible to obtain results that overcome the state-of-art approaches in terms of precision
and timing, recovering a good segmentation with fewer iterations.

The N-view optimisation based framework, presented in Chapter 4 as S-TVCM, shows
that by combining the geometrical constraints with the semantic information in the form
of an affinity matrix it can be achieved a better robustness when dealing with long-term
trajectories and real scenarios. Semantics is extremely useful also in the pre-processing
strategy, making the motion segmentation pipeline applicable from end-to-end to raw
videos.

In the localisation pipeline, described in Chapter 5, experiments based on three dif-
ferent datasets and two sequences generated using a Tango device prove the capabilities
of the method in estimating the occupancy and localisation of objects in real scenarios.
The proposed method can give a quick and very efficient solution to leverage the 2D in-
formation for 3D scene understanding, where objects can now be inter-related given their
position in the metric space. This will inject important 3D reasoning in classic frameworks
for object detection, that are mostly restricted to 2D. Besides the solutions of the local-
isation task has strong practical breakthroughs given the recent evolution of recognition
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algorithms. In particular, object detection is certainly going towards increased generality,
so providing detectors for several object classes [184]. Thus, the proposed method can
provide a quick and very efficient solution to leverage the 2D information for 3D scene
understanding, where objects can be inter-related given their position in the metric space.
This will inject important 3D reasoning in classic frameworks for object detection that are
mostly restricted to 2D reasoning.

Regarding the future directions, these algorithms should be part of a global method
which starts from points and detections and ends with labelled 3D points and ellipsoids,
indicating reduced regions of the scene and objects according to which an automatic sys-
tem (e.g. robot or autonomous vehicle) can make decisions. About the object localisation
task, an improvement in the method can be achieved by including further robustness in
the optimisation and using more semantic information. Another interesting aspect would
be to provide a procedure for self-calibrating the cameras using objects in order to skip
the initial calibration stage, by taking more information about the orientation from trained
multi-pose detector. Furthermore, an increased integration of the geometric methods with
a new generation of semantic segmentation algorithms [150] might improve the overall
performance of the system.
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